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Queuing Theory

Each of us has spent a great deal of time waiting in lines. In this chapter, we develop mathe-
matical models for waiting lines, or queues. In Section 20.1, we begin by discussing some ter-
minology that is often used to describe queues. In Section 20.2, we look at some distributions
(the exponential and the Erlang distributions) that are needed to describe queuing models. In
Section 20.3, we introduce the idea of a birth–death process, which is basic to many queu-
ing models involving the exponential distribution. The remainder of the chapter examines sev-
eral models of queuing systems that can be used to answer questions like the following:

1 What fraction of the time is each server idle?

2 What is the expected number of customers present in the queue?

3 What is the expected time that a customer spends in the queue?

4 What is the probability distribution of the number of customers present in the queue?

5 What is the probability distribution of a customer’s waiting time?

6 If a bank manager wants to ensure that only 1% of all customers will have to wait more
than 5 minutes for a teller, how many tellers should be employed?

20.1 Some Queuing Terminology
To describe a queuing system, an input process and an output process must be specified.
Some examples of input and output processes are given in Table 1.

The Input or Arrival Process

The input process is usually called the arrival process. Arrivals are called customers. In
all models that we will discuss, we assume that no more than one arrival can occur at a
given instant. For a case like a restaurant, this is a very unrealistic assumption. If more
than one arrival can occur at a given instant, we say that bulk arrivals are allowed.

Usually, we assume that the arrival process is unaffected by the number of customers
present in the system. In the context of a bank, this would imply that whether there are
500 or 5 people at the bank, the process governing arrivals remains unchanged.

There are two common situations in which the arrival process may depend on the num-
ber of customers present. The first occurs when arrivals are drawn from a small popula-
tion. Suppose that there are only four ships in a naval shipyard. If all four ships are be-
ing repaired, then no ship can break down in the near future. On the other hand, if all four
ships are at sea, a breakdown has a relatively high probability of occurring in the near 
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future. Models in which arrivals are drawn from a small population are called finite
source models. Another situation in which the arrival process depends on the number of
customers present occurs when the rate at which customers arrive at the facility decreases
when the facility becomes too crowded. For example, if you see that the bank parking lot
is full, you might pass by and come another day. If a customer arrives but fails to enter
the system, we say that the customer has balked. The phenomenon of balking was de-
scribed by Yogi Berra when he said, “Nobody goes to that restaurant anymore; it’s too
crowded.”

If the arrival process is unaffected by the number of customers present, we usually de-
scribe it by specifying a probability distribution that governs the time between successive
arrivals.

The Output or Service Process

To describe the output process (often called the service process) of a queuing system, we
usually specify a probability distribution—the service time distribution—which governs
a customer’s service time. In most cases, we assume that the service time distribution is
independent of the number of customers present. This implies, for example, that the server
does not work faster when more customers are present.

In this chapter, we study two arrangements of servers: servers in parallel and servers
in series. Servers are in parallel if all servers provide the same type of service and a cus-
tomer need only pass through one server to complete service. For example, the tellers in
a bank are usually arranged in parallel; any customer need only be serviced by one teller,
and any teller can perform the desired service. Servers are in series if a customer must
pass through several servers before completing service. An assembly line is an example
of a series queuing system.

Queue Discipline

To describe a queuing system completely, we must also describe the queue discipline and
the manner in which customers join lines.

The queue discipline describes the method used to determine the order in which cus-
tomers are served. The most common queue discipline is the FCFS discipline (first come,
first served), in which customers are served in the order of their arrival. Under the LCFS
discipline (last come, first served), the most recent arrivals are the first to enter service. If
we consider exiting from an elevator to be service, then a crowded elevator illustrates an
LCFS discipline. Sometimes the order in which customers arrive has no effect on the or-

TA B L E  1
Examples of Queuing Systems

Situation Input Process Output Process

Bank Customers arrive at bank Tellers serve the customers
Pizza parlor Requests for pizza delivery Pizza parlor sends out

are received truck to deliver pizzas
Hospital blood bank Pints of blood arrive Patients use up pints of

blood
Naval shipyard Ships at sea break down Ships are repaired and

and are sent to shipyard return to sea
for repairs
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der in which they are served. This would be the case if the next customer to enter service
is randomly chosen from those customers waiting for service. Such a situation is referred
to as the SIRO discipline (service in random order). When callers to an airline are put on
hold, the luck of the draw often determines the next caller serviced by an operator.

Finally, we consider priority queuing disciplines. A priority discipline classifies each
arrival into one of several categories. Each category is then given a priority level, and
within each priority level, customers enter service on an FCFS basis. Priority disciplines
are often used in emergency rooms to determine the order in which customers receive
treatment, and in copying and computer time-sharing facilities, where priority is usually
given to jobs with shorter processing times.

Method Used by Arrivals to Join Queue

Another factor that has an important effect on the behavior of a queuing system is the method
that customers use to determine which line to join. For example, in some banks, customers
must join a single line, but in other banks, customers may choose the line they want to join.
When there are several lines, customers often join the shortest line. Unfortunately, in many
situations (such as a supermarket), it is difficult to define the shortest line. If there are sev-
eral lines at a queuing facility, it is important to know whether or not customers are allowed
to switch, or jockey, between lines. In most queuing systems with multiple lines, jockeying
is permitted, but jockeying at a toll booth plaza is not recommended.

20.2 Modeling Arrival and Service Processes
Modeling the Arrival Process

As previously mentioned, we assume that at most one arrival can occur at a given instant
of time. We define ti to be the time at which the ith customer arrives. To illustrate this,
consider Figure 1. For i � 1, we define Ti � ti�1 � ti to be the ith interarrival time. Thus,
in the figure, T1 � 8 � 3 � 5, and T2 � 15 � 8 � 7. In modeling the arrival process,
we assume that the Ti’s are independent, continuous random variables described by the
random variable A. The independence assumption means, for example, that the value of
T2 has no effect on the value of T3, T4, or any later Ti. The assumption that each Ti is con-
tinuous is usually a good approximation of reality. After all, an interarrival time need not
be exactly 1 minute or 2 minutes; it could just as easily be, say, 1.55892 minutes. The as-
sumption that each interarrival time is governed by the same random variable implies that
the distribution of arrivals is independent of the time of day or the day of the week. This
is the assumption of stationary interarrival times. Because of phenomena such as rush
hours, the assumption of stationary interarrival times is often unrealistic, but we may of-
ten approximate reality by breaking the time of day into segments. For example, if we
were modeling traffic flow, we might break the day up into three segments: a morning
rush hour segment, a midday segment, and an afternoon rush hour segment. During each
of these segments, interarrival times may be stationary.

We assume that A has a density function a(t). Recall from Section 12.5 that for small
�t, P(t � A � t � �t) is approximately �ta(t). Of course, a negative interarrival time is
impossible. This allows us to write

P(A � c) � �c

0
a(t)dt and P(A � c) � �∞

c
a(t)dt (1)
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L E M M A  1

We define 	
l
1

	 to be the mean or average interarrival time. Without loss of generality, we
assume that time is measured in units of hours. Then 	

l
1

	 will have units of hours per ar-
rival. From Section 12.5, we may compute 	

l
1

	 from a(t) by using the following equation:

	
l

1
	 � �∞

0
ta(t)dt (2)

We define l to be the arrival rate, which will have units of arrivals per hour.
In most applications of queuing, an important question is how to choose A to reflect 

reality and still be computationally tractable. The most common choice for A is the expo-
nential distribution. An exponential distribution with parameter l has a density a(t) �
le�lt. Figure 2 shows the density function for an exponential distribution. We see that
a(t) decreases very rapidly for t small. This indicates that very long interarrival times are
unlikely. Using Equation (2) and integration by parts, we can show that the average or
mean interarrival time (call it E(A)) is given by

E(A) � 	
l

1
	 (3)

Using the fact that var A � E(A2) � E(A)2, we can show that

var A � 	
l

1
2	 (4)

No-Memory Property of the Exponential Distribution

The reason the exponential distribution is often used to model interarrival times is em-
bodied in the following lemma.

If A has an exponential distribution, then for all nonnegative values of t and h,

P(A � t � h|A � t) � P(A � h) (5)

Proof First note that from Equation (1), we have

P(A � h) � �∞

h
le�lt � [�e�lt]h

∞ � e�lh (6)

Then

P(A � t � h|A � t) �

From (6),

P(A � t � h � A � t) � e�l(t�h) and P(A � t) � e�lt

Thus,

P(A � t � h|A � t) � 	
e�

e

l

�

(t

l

�

t

h)

	 � e�lh � P(A � h)

P(A � t � h � A � t)
			

P(A � t)

t1  =  3

T1  =  8  –  3  =  5 T2  =  15  –  8  =  7

t2  =  8 t3  =  15
F I G U R E  1

Definition of 
Interarrival Times



2 0 . 2 Modeling Arrival and Service Processes 1055

T H E O R E M  1

It can be shown that no other density function can satisfy (5) (see Feller (1957)). For
reasons that become apparent, a density that satisfies (5) is said to have the no-memory
property. Suppose we are told that there has been no arrival for the last t hours (this is
equivalent to being told that A � t) and are asked what the probability is that there will
be no arrival during the next h hours (that is, A � t � h). Then (5) implies that this prob-
ability does not depend on the value of t, and for all values of t, this probability equals
P(A � h). In short, if we know that at least t time units have elapsed since the last arrival
occurred, then the distribution of the remaining time until the next arrival (h) does not de-
pend on t. For example, if h � 4, then (5) yields, for t � 5, t � 3, t � 2, and t � 0,

P(A � 9|A � 5) � P(A � 7|A � 3) � P(A � 6|A � 2)

� P(A � 4|A � 0) � e�4l

The no-memory property of the exponential distribution is important, because it implies
that if we want to know the probability distribution of the time until the next arrival, then it
does not matter how long it has been since the last arrival. To put it in concrete terms, sup-
pose interarrival times are exponentially distributed with l � 6. Then the no-memory prop-
erty implies that no matter how long it has been since the last arrival, the probability dis-
tribution governing the time until the next arrival has the density function 6e�6t. This means
that to predict future arrival patterns, we need not keep track of how long it has been since
the last arrival. This observation can appreciably simplify analysis of a queuing system.

To see that knowledge of the time since the last arrival does affect the distribution of
time until the next arrival in most situations, suppose that A is discrete with P(A � 5) �
P(A � 100) � 	

1
2

	. If we are told that there has been no arrival during the last 6 time units,
we know with certainty that it will be 100 � 6 � 94 time units until the next arrival. On
the other hand, if we are told that no arrival has occurred during the last time unit, then
there is some chance that the time until the next arrival will be 5 � 1 � 4 time units and
some chance that it will be 100 � 1 � 99 time units. Hence, in this situation, the distri-
bution of the next interarrival time cannot easily be predicted with knowledge of the time
that has elapsed since the last arrival.

Relation Between Poisson Distribution and Exponential Distribution

If interarrival times are exponential, the probability distribution of the number of arrivals
occurring in any time interval of length t is given by the following important theorem.

Interarrival times are exponential with parameter l if and only if the number of ar-
rivals to occur in an interval of length t follows a Poisson distribution with para-
meter lt.

a(t)  =    e

t

  t

  e
  t

F I G U R E  2
Density Function for

Exponential Distribution
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A discrete random variable N has a Poisson distribution with parameter l if, for n �
0, 1, 2, . . . ,

P(N � n) � 	
e�

n

l

!
ln

	 (n � 0, 1, 2, . . .) (7)

If N is a Poisson random variable, it can be shown that E(N) � var N � l. If we define
Nt to be the number of arrivals to occur during any time interval of length t, Theorem 1
states that

P(Nt � n) � 	
e�l

n

t(
!
lt)n

	 (n � 0, 1, 2, . . .)

Since Nt is Poisson with parameter lt, E(Nt) � var Nt � lt. An average of lt arrivals
occur during a time interval of length t, so l may be thought of as the average number of
arrivals per unit time, or the arrival rate.

What assumptions are required for interarrival times to be exponential? Theorem 2 pro-
vides a partial answer. Consider the following two assumptions:

1 Arrivals defined on nonoverlapping time intervals are independent (for example, the
number of arrivals occurring between times 1 and 10 does not give us any information
about the number of arrivals occurring between times 30 and 50).

2 For small �t (and any value of t), the probability of one arrival occurring between
times t and t � �t is l�t � o(�t), where o(�t) refers to any quantity satisfying

lim
�t→0

	
o(

�

�

t
t)

	 � 0

Also, the probability of no arrival during the interval between t and t � �t is 1 � l�t �
o(�t), and the probability of more than one arrival occurring between t and t � �t is
o(�t).

T H E O R E M  2

If assumptions 1 and 2 hold, then Nt follows a Poisson distribution with parameter
lt, and interarrival times are exponential with parameter l; that is, a(t) � le�lt.

In essence, Theorem 2 states that if the arrival rate is stationary, if bulk arrivals can-
not occur, and if past arrivals do not affect future arrivals, then interarrival times will fol-
low an exponential distribution with parameter l, and the number of arrivals in any in-
terval of length t is Poisson with parameter lt. The assumptions of Theorem 2 may appear
to be very restrictive, but interarrival times are often exponential even if the assumptions
of Theorem 2 are not satisfied (see Denardo (1982)). In Section 20.12, we discuss how to
use data to test whether the hypothesis of exponential interarrival times is reasonable. In
many applications, the assumption of exponential interarrival times turns out to be a fairly
good approximation of reality.

Using Excel to Compute Poisson and Exponential Probabilities

Excel contains functions that facilitate the computation of probabilities concerning the
Poisson and exponential random variables.

The syntax of the Excel POISSON function is as follows:

■ �POISSON(x,MEAN,TRUE) gives the probability that a Poisson random variable
with mean � Mean is less than or equal to x.
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■ �POISSON(x,MEAN,FALSE) gives probability that a Poisson random variable
with mean � Mean is equal to x.

For example, if an average of 40 customers arrive per hour and arrivals follow a Poisson
distribution then the function �POISSON(40,40,TRUE) yields the probability .542 that
40 or fewer customers arrive during an hour. The function �POISSON(40,40,FALSE)
yields the probability .063 that exactly 40 customers arrive during an hour.

The syntax of the Excel EXPONDIST function is as follows:

■ �EXPONDIST(x,LAMBDA,TRUE) gives the probability that an exponential ran-
dom variable with parameter l assumes a value less than or equal to x.

■ �EXPONDIST(x,LAMBDA,FALSE) gives the value of the density function for
an exponential random variable with parameter l.

For example, suppose the average time between arrivals follows an exponential distribu-
tion with mean 10. Then l � .1, and �EXPONDIST(10,0.1,TRUE) yields the probabil-
ity .632 that the time between arrivals is 10 minutes or less.

The function �EXPONDIST(10,.1,FALSE) yields the height .037 of the density func-
tion for x � 10 and l � .1. See file Poissexp.xls and Figure 3.

Example 1 illustrates the relation between the exponential and Poisson distributions.

E X A M P L E  1

The number of glasses of beer ordered per hour at Dick’s Pub follows a Poisson distri-
bution, with an average of 30 beers per hour being ordered.

1 Find the probability that exactly 60 beers are ordered between 10 P.M. and 12 midnight.

2 Find the mean and standard deviation of the number of beers ordered between 9 P.M.
and 1 A.M.

3 Find the probability that the time between two consecutive orders is between 1 and 3
minutes.

Solution 1 The number of beers ordered between 10 P.M. and 12 midnight will follow a Poisson
distribution with parameter 2(30) � 60. From Equation (7), the probability that 60 beers
are ordered between 10 P.M. and 12 midnight is

	
e�6

6

0

0
6
!
060

	

Alternatively, we can find the answer with the Excel function �POISSON(60,60,FALSE).
This yields .051.

Beer Orders

F I G U R E  3

Poissexp.xls

3
4
5
6
7
8
9

10
11
12
13
14
15
16

C D E

Poisson Lambda
P(X=40)  40 0.541918

P(X<=40) 40 0.062947

Exponential
Lambda

P(X<=10) 0.1 0.632121
Density for X = 10 0.1 0.036788

A B
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2 We have l � 30 beers per hour; t � 4 hours. Thus, the mean number of beers ordered
between 9 P.M. and 1 A.M. is 4(30) � 120 beers. The standard deviation of the number of
beers ordered between 10 P.M. and 1 A.M. is (120)1/2 � 10.95.

3 Let X be the time (in minutes) between successive beer orders. The mean number of
orders per minute is exponential with parameter or rate 	

3
6
0
0
	 � 0.5 beer per minute. Thus,

the probability density function of the time between beer orders is 0.5e�0.5t. Then

P(1 � X � 3) � �3

1
(0.5e�0.5t)dt � e�0.5 � e�1.5 � .38

Alternatively, we can use Excel to find the answer with the formula

�EXPONDIST(3,.5,TRUE)�EXPONDIST(1,.5,TRUE)

This yields a probability of .383.

The Erlang Distribution

If interarrival times do not appear to be exponential, they are often modeled by an Erlang
distribution. An Erlang distribution is a continuous random variable (call it T) whose den-
sity function f (t) is specified by two parameters: a rate parameter R and a shape parame-
ter k (k must be a positive integer). Given values of R and k, the Erlang density has the
following probability density function:

f (t) � 	
R(

(
R
k
t)
�

k�1

1
e
)

�

!

Rt

	 (t � 0) (8)

Using integration by parts, we can show that if T is an Erlang distribution with rate pa-
rameter R and shape parameter k, then

E(T) � 	
R
k

	 and var T � 	
R
k
2	 (9)

To see how varying the shape parameter changes the shape of the Erlang distribution, we
consider for a given value of l, a family of Erlang distributions with rate parameter kl
and shape parameter k. By (9), each of these Erlangs has a mean of 	

l
1

	. As k varies, the
Erlang distribution takes on many shapes. For example, Figure 4 shows, for a given value
of l, the density functions for Erlang distributions having shape parameters 1, 2, 4, 6, and
20. For k � 1, the Erlang density looks similar to an exponential distribution; in fact, if
we set k � 1 in (8), we find that for k � 1, the Erlang distribution is an exponential dis-
tribution with parameter R. As k increases, the Erlang distribution behaves more and more
like a normal distribution. For extremely large values of k, the Erlang distribution ap-
proaches a random variable with zero variance (that is, a constant interarrival time). Thus,
by varying k, we may approximate both skewed and symmetric distributions.

It can be shown that an Erlang distribution with shape parameter k and rate parameter
kl has the same distribution as the random variable A1 � A2 � 
 
 
 � Ak, where each
Ai is an exponential random variable with parameter kl, and the Ai’s are independent ran-
dom variables.

If we model interarrival times as an Erlang distribution with shape parameter k, we are
really saying that the interarrival process is equivalent to a customer going through k
phases (each of which has the no-memory property) before arriving. For this reason, the
shape parameter is often referred to as the number of phases of the Erlang distribution.
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Modeling the Service Process

We now turn our attention to modeling the service process. We assume that the service
times of different customers are independent random variables and that each customer’s
service time is governed by a random variable S having a density function s(t). We let 	

m
1

	

be the mean service time for a customer. Of course,

	
m

1
	 � �∞

0
ts(t)dt

The variable 	
m
1

	 will have units of hours per customer, so m has units of customers per
hour. For this reason, we call m the service rate. For example, m � 5 means that if cus-
tomers were always present, the server could serve an average of 5 customers per hour,
and the average service time of each customer would be 	

1
5

	 hour. As with interarrival times,
we hope that service times can be accurately modeled as exponential random variables.
If we can model a customer’s service time as an exponential random variable, we can de-
termine the distribution of a customer’s remaining service time without having to keep
track of how long the customer has been in service. Also note that if service times follow
an exponential density s(t) � me�mt, then a customer’s mean service time will be 	

m
1

	.
As an example of how the assumption of exponential service times can simplify com-

putations, consider a three-server system in which each customer’s service time is gov-
erned by an exponential distribution s(t) � me�mt. Suppose all three servers are busy, and
a customer is waiting (see Figure 5). What is the probability that the customer who is
waiting will be the last of the four customers to complete service? From Figure 5, it is
clear that the following will occur. One of customers 1–3 (say, customer 3) will be the
first to complete service. Then customer 4 will enter service. By the no-memory property,
customer 4’s service time has the same distribution as the remaining service times of cus-
tomers 1 and 2. Thus, by symmetry, customers 4, 1, and 2 will have the same chance of
being the last customer to complete service. This implies that customer 4 has a 	

1
3

	 chance
of being the last customer to complete service. Without the no-memory property, this
problem would be hard to solve, because it would be very difficult to determine the prob-

f (t)

k  =  20

k  =  6

k  =  4

k  =  2

k  =  1

t
1

F I G U R E  4
Density Functions for

Erlang Distributions
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ability distribution of the remaining service time (after customer 3 completes service) of
customers 1 and 2.

Unfortunately, actual service times may not be consistent with the no-memory prop-
erty. For this reason, we often assume that s(t) is an Erlang distribution with shape para-
meter k and rate parameter km. From (9), this yields a mean service time of 	

m
1

	. Modeling
service times as an Erlang distribution with shape parameter k also implies that a cus-
tomer’s service time may be considered to consist of passage through k phases of service,
in which the time to complete each phase has the no-memory property and a mean of 	

k
1
m
	

(see Figure 6). In many situations, an Erlang distribution can be closely fitted to observed
service times.

In certain situations, interarrival or service times may be modeled as having zero vari-
ance; in this case, interarrival or service times are considered to be deterministic. For ex-
ample, if interarrival times are deterministic, then each interarrival time will be exactly 	

l
1

	,
and if service times are deterministic, each customer’s service time will be exactly 	

m
1

	.

The Kendall–Lee Notation for Queuing Systems

We have now developed enough terminology to describe the standard notation used to de-
scribe many queuing systems. The notation that we discuss in this section is used to de-
scribe a queuing system in which all arrivals wait in a single line until one of s identical
parallel servers is free. Then the first customer in line enters service, and so on (see Fig-
ure 7). If, for example, the customer in server 3 is the next customer to complete service,
then (assuming an FCFS discipline) the first customer in line would enter server 3. The
next customer in line would enter service after the next service completion, and so on.

To describe such a queuing system, Kendall (1951) devised the following notation.
Each queuing system is described by six characteristics:

1/2/3/4/5/6

Customer 1

Customer 2

Customer 3

Customer 4

F I G U R E  5
Example of Usefulness

of Exponential
Distribution

Phase 1
Service
begins

Service
ends

Exponential
with mean

1/k µ

Exponential
with mean

1/k µ

Exponential
with mean

1/k µ

Phase 2 Phase k

F I G U R E  6
Representation of

Erlang Service Time
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The first characteristic specifies the nature of the arrival process. The following stan-
dard abbreviations are used:

M � Interarrival times are independent, identically distributed (iid)
� random variables having an exponential distribution.

D � Interarrival times are iid and deterministic.

Ek � Interarrival times are iid Erlangs with shape parameter k.

GI � Interarrival times are iid and governed by some general distribution.

The second characteristic specifies the nature of the service times:

M � Service times are iid and exponentially distributed.

D � Service times are iid and deterministic.

Ek � Service times are iid Erlangs with shape parameter k.

G � Service times are iid and follow some general distribution.

The third characteristic is the number of parallel servers. The fourth characteristic de-
scribes the queue discipline:

FCFS � First come, first served

LCFS � Last come, first served

SIRO � Service in random order

GD � General queue discipline

The fifth characteristic specifies the maximum allowable number of customers in the
system (including customers who are waiting and customers who are in service). The sixth
characteristic gives the size of the population from which customers are drawn. Unless
the number of potential customers is of the same order of magnitude as the number of
servers, the population size is considered to be infinite. In many important models 4/5/6
is GD/∞/∞. If this is the case, then 4/5/6 is often omitted.

As an illustration of this notation, M/E2/8/FCFS/10/∞ might represent a health clinic
with 8 doctors, exponential interarrival times, two-phase Erlang service times, an FCFS
queue discipline, and a total capacity of 10 patients.

The Waiting Time Paradox

We close this section with a brief discussion of an interesting paradox known as the wait-
ing time paradox.

Server 1

Server 2
Customers
leave

Customer goes to
first empty server

Server 3

F I G U R E  7
Single-Line Queuing
System with Parallel

Servers
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Suppose the time between the arrival of buses at the student center is exponentially
distributed, with a mean of 60 minutes. If we arrive at the student center at a randomly
chosen instant, what is the average amount of time that we will have to wait for a bus?

The no-memory property of the exponential distribution implies that no matter how
long it has been since the last bus arrived, we would still expect to wait an average of 60
minutes until the next bus arrived. This answer is indeed correct, but it appears to be con-
tradicted by the following argument. On the average, somebody who arrives at a random
time should arrive in the middle of a typical interval between arrivals of successive buses.
If we arrive at the midpoint of a typical interval, and the average time between buses is
60 minutes, then we should have to wait, on the average, (	

1
2

	)60 � 30 minutes for the next
bus. Why is this argument incorrect? Simply because the typical interval between buses
is longer than 60 minutes. The reason for this anomaly is that we are more likely to ar-
rive during a longer interval than a shorter interval. Let’s simplify the situation by as-
suming that half of all buses run 30 minutes apart and half of all buses run 90 minutes
apart. One might think that since the average time between buses is 60 minutes, the av-
erage wait for a bus would be (	

1
2

	)60 � 30 minutes, but this is incorrect. Look at a typi-
cal sequence of bus interarrival times (see Figure 8). Half of the interarrival times are 30
minutes, and half are 90 minutes. Clearly, there is a 	30

9
�
0
90

	 � 	
3
4

	 chance that one will arrive
during a 90-minute interarrival time and a 	30

3
�
0
90

	 � 	
1
4

	 chance that one will arrive during a 30-
minute interarrival time. Thus, the average-size interarrival time into which a customer 
arrives is (	

3
4

	)(90) � (	
1
4

	)(30) � 75 minutes. Since we do arrive, on the average, in the middle
of an interarrival time, our average wait will be (	

3
4

	)(	
1
2

	)90 � (	
1
4

	)(	
1
2

	)30 � 37.5 minutes, which
is longer than 30 minutes.

Returning to the case where interarrival times are exponential with mean 60 minutes,
the average size of a typical interarrival time turns out to be 120 minutes. Thus, the av-
erage time that we will have to wait for a bus is (	

1
2

	)(120) � 60 minutes. Note that if buses
always arrived 60 minutes apart, then the average time a person would have to wait for a
bus would be (	

1
2

	)(60) � 30 minutes. In general, it can be shown that if A is the random
variable for the time between buses, then the average time until the next bus (as seen by
an arrival who is equally likely to come at any time) is given by

	
1
2

	 �E(A) � 	
v
E
a
(
r
A
A
)

	�
For our bus example, l � 	

6
1
0
	, so Equations (3) and (4) show that E(A) � 60 minutes and

var A � 3,600 minutes2. Substituting into this formula yields

Expected waiting time � 	
1
2

	 (60 � 	
3,

6
6
0
00
	) � 60 minutes

P R O B L E M S
Group A

30 90 90

Arrival of a bus

30

F I G U R E  8
The Waiting 

Time Paradox

1 Suppose I arrive at an M/M/7/FCFS/8/∞ queuing system
when all servers are busy. What is the probability that I will
complete service before at least one of the seven customers
in service?

2 The time between buses follows the mass function shown
in Table 2. What is the average length of time one must wait
for a bus?
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3 There are four sections of the third grade at Jefferson
Elementary School. The number in each section is as
follows: section 1, 20 students; section 2, 25 students;
section 3, 35 students; section 4, 40 students. What is the
average size of a third-grade section? Suppose the board of
education randomly selects a Jefferson third-grader. On the
average, how many students will be in her class?

4 The time between arrivals of buses follows an
exponential distribution, with a mean of 60 minutes.

a What is the probability that exactly four buses will
arrive during the next 2 hours?
b That at least two buses will arrive during the next 2
hours?
c That no buses will arrive during the next 2 hours?

d A bus has just arrived. What is the probability that
it will be between 30 and 90 minutes before the next bus
arrives?

5 During the year 2000, there was an average of .022 car
accident per person in the United States. Using your
knowledge of the Poisson random variable, explain the truth
in the statement, “Most drivers are better than average.”

6 Suppose it is equally likely that a plane flight is 50%,
60%, 70%, 80%, or 90% full.

a What fraction of seats on a typical flight are full?
This is known as the flight load factor.
b We are always complaining that there are never
empty seats on our plane flights. Given the previous in-
formation, what is the average load factor on a plane trip
I take?

7 An average of 12 jobs per hour arrive at our departmental
printer.

a Use two different computations (one involving the
Poisson and another the exponential random variable) to
determine the probability that no job will arrive during
the next 15 minutes.
b What is the probability that 5 or fewer jobs will ar-
rive during the next 30 minutes?

TA B L E  2

Time Between
Buses Probability

30 minutes 	
1
4

	

1 hour 	
1
4

	

2 hours 	
1
2

	

20.3 Birth–Death Processes
In this section, we discuss the important idea of a birth–death process. We subsequently use
birth–death processes to answer questions about several different types of queuing systems.

We define the number of people present in any queuing system at time t to be the state of
the queuing system at time t. For t � 0, the state of the system will equal the number of peo-
ple initially present in the system. Of great interest to us is the quantity Pij(t) which is defined
as the probability that j people will be present in the queuing system at time t, given that at
time 0, i people are present. Note that Pij(t) is analogous to the n-step transition probability
Pij(n) (the probability that after n transitions, a Markov chain will be in state j, given that the
chain began in state i), discussed in Chapter 17. Recall that for most Markov chains, the Pij(n)
approached a limit pj, which was independent of the initial state i. Similarly, it turns out that
for many queuing systems, Pij(t) will, for large t, approach a limit pj, which is independent
of the initial state i. We call pj the steady state, or equilibrium probability, of state j.

For the queuing systems that we will discuss, pj may be thought of as the probability
that at an instant in the distant future, j customers will be present. Alternatively, pj may be
thought of (for time in the distant future) as the fraction of the time that j customers are
present. In most queuing systems, the value of Pij(t) for small t will critically depend on
i, the number of customers initially present. For example, if t is small, then we would ex-
pect that P50,1(t) and P1,1(t) would differ substantially. However, if steady-state probabili-
ties exist, then for large t, both P50,1(t) and P1,1(t) will be near p1. The question of how
large t must be before the steady state is approximately reached is difficult to answer. The
behavior of Pij(t) before the steady state is reached is called the transient behavior of the
queuing system. Analysis of the system’s transient behavior will be discussed in Section
20.16. For now, when we analyze the behavior of a queuing system, we assume that the
steady state has been reached. This allows us to work with the pj’s instead of the Pij(t)’s.
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We now discuss a certain class of continuous-time stochastic processes, called
birth–death processes, which includes many interesting queuing systems. For a birth–death
process, it is easy to determine the steady-state probabilities (if they exist).

A birth–death process is a continuous-time stochastic process for which the system’s
state at any time is a nonnegative integer (see Section 17.1 for a definition of a continuous-
time stochastic process). If a birth–death process is in state j at time t, then the motion of
the process is governed by the following laws.

Laws of Motion for Birth–Death Processes

Law 1 With probability lj�t � o(�t), a birth occurs between time t and time t � �t.† A
birth increases the system state by 1, to j � 1. The variable lj is called the birth rate in
state j. In most queuing systems, a birth is simply an arrival.

Law 2 With probability mj�t � o(�t), a death occurs between time t and time t � �t. A
death decreases the system state by 1, to j � 1. The variable mj is the death rate in state
j. In most queuing systems, a death is a service completion. Note that m0 � 0 must hold,
or a negative state could occur.

Law 3 Births and deaths are independent of each other.

Laws 1–3 can be used to show that the probability that more than one event (birth or
death) occurs between t and t � �t is o(�t). Note that any birth–death process is com-
pletely specified by knowledge of the birth rates lj and the death rates mj. Since a nega-
tive state cannot occur, any birth–death process must have m0 � 0.

Relation of Exponential Distribution 
to Birth–Death Processes

Most queuing systems with exponential interarrival times and exponential service times
may be modeled as birth–death processes. To illustrate why this is so, consider an
M/M/1/FCFS/∞/∞ queuing system in which interarrival times are exponential with para-
meter l and service times are exponentially distributed with parameter m. If the state
(number of people present) at time t is j, then the no-memory property of the exponen-
tial distribution implies that the probability of a birth during the time interval [t, t � �t]
will not depend on how long the system has been in state j. This means that the proba-
bility of a birth occurring during [t, t � �t] will not depend on how long the system has
been in state j and thus may be determined as if an arrival had just occurred at time t.
Then the probability of a birth occurring during [t, t � �t] is

��t

0
le�ltdt � 1 � e�l�t

By the Taylor series expansion given in Section 11.1,

e�l�t � 1 � l�t � o(�t)

This means that the probability of a birth occurring during [t, t � �t] is l�t � o(�t).
From this we may conclude that the birth rate in state j is simply the arrival rate l.

To determine the death rate at time t, note that if the state is zero at time t, then nobody
is in service, so no service completion can occur between t and t � �t. Thus, m0 � 0. 

†Recall from Section 20.2 that o(�t) means that lim
�t→0

	
o(

�

�

t

t)
	 � 0.
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If the state at time t is j � 1, then we know (since there is only one server) that exactly
one customer will be in service. The no-memory property of the exponential distribution
then implies that the probability that a customer will complete service between t and t �
�t is given by

��t

0
me�mtdt � 1 � e�m�t � m�t � o(�t)

Thus, for j � 1, mj � m. In summary, if we assume that service completions and arrivals
occur independently, then an M/M/1/FCFS/∞/∞ queuing system is a birth–death process.
The birth and death rates for the M/M/1/FCFS/∞/∞ queuing system may be represented
in a rate diagram (see Figure 9).

More complicated queuing systems with exponential interarrival times and exponen-
tial service times may often be modeled as birth–death processes by adding the service
rates for occupied servers and adding the arrival rates for different arrival streams. For ex-
ample, consider an M/M/3/FCFS/∞/∞ queuing system in which interarrival times are ex-
ponential with l � 4 and service times are exponential with m � 5. To model this sys-
tem as a birth–death process, we would use the following parameters (see Figure 10):

lj � 4 ( j � 0, 1, 2, . . .)

m0 � 0, m1 � 5, m2 � 5 � 5 � 10, mj � 5 � 5 � 5 � 15 ( j � 3, 4, 5, . . .)

If either interarrival times or service times are nonexponential, then the birth–death
process model is not appropriate.† Suppose, for example, that service times are not ex-
ponential and we are considering an M/G/1/FCFS/∞/∞ queuing system. Since the service
times for an M/G/1/FCFS/∞/∞ system may be nonexponential, the probability that a death
(service completion) occurs between t and t � �t will depend on the time since the last
service completion. This violates law 2, so we cannot model an M/G/1/FCFS/∞/∞ system
as a birth–death process.

µ µ

0 1 2 j  –  1 j  +  1j

µ µ

Represents a “death  (service completion)

“

Represents a “birth  (arrival)

“

State

F I G U R E  9
Rate Diagram for

M/M/1/FCFS/∞/∞
Queuing System

0State

4

5

4

10

4

=  4 =  5

15

4

15

4

15

1 2 3 4 5

µ

F I G U R E  10
Rate Diagram for

M/M/3/FCFS/∞/∞
Queuing System

†A modified birth–death model can be developed if service times and interarrival times are Erlang distributions.
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Derivation of Steady-State Probabilities 
for Birth–Death Processes

We now show how the pj’s may be determined for an arbitrary birth–death process. The
key is to relate (for small �t) Pij(t � �t) to Pij(t). The way to do this is to note that there
are four ways for the state at time t � �t to be j. For j � 1, the four ways are shown in
Table 3. For j � 1, the probability that the state of the system will be j � 1 at time t and
j at time t � �t is (see Figure 11)

Pi, j�1(t)(lj�1�t � o(�t))

Similar arguments yield (II) and (III). (IV) follows, because if the system is in a state
other than j, j � 1, or j � 1 at time t, then to end up in state j at time t � �t, more than
one event (birth or death) must occur between t and t � �t. By law 3, this has probabil-
ity o(�t). Thus,

Pij(t � �t) � (I) � (II) � (III) � (IV)

After regrouping terms in this equation, we obtain

Pij(t � �t) � Pij(t)

� �t(lj�1Pi, j�1(t) � mj�1Pi, j�1(t) � Pij(t)mj � Pij(t)lj) (10)

� o(�t)(Pi, j�1(t) � Pi, j�1(t) � 1 � 2Pij(t))

Since the underlined term may be written as o(�t), we rewrite (10) as

Pij(t � �t) � Pij(t) � �t(lj�1Pi, j�1(t) � mj�1Pi, j�1(t) � Pij(t)mj � Pij(t)lj) � o(�t)

Dividing both sides of this equation by �t and letting �t approach zero, we see that for
all i and j � 1,

P�ij(t) � lj�1Pi, j�1(t) � mj�1Pi, j�1(t) � Pij(t)mj � Pij(t)lj (10�)

Since for j � 0, Pi, j�1(t) � 0 and mj � 0, we obtain, for j � 0,

P�i,0(t) � m1Pi,1(t) � l0Pi,0(t)

This is an infinite system of differential equations. (A differential equation is simply an
equation in which a derivative appears.) In theory, these equations may be solved for the
Pij(t). In reality, however, this system of equations is usually extremely difficult to solve.
All is not lost, however. We can use (10�) to obtain the steady-state probabilities pj ( j �
0, 1, 2, . . .). As with Markov chains, we define the steady-state probability pj to be

lim
t→∞

Pij(t)

Then for large t and any initial state i, Pij(t) will not change very much and may be
thought of as a constant. Thus, in the steady state (t large), P�ij(t) � 0. In the steady state,

TA B L E  3
Computations of Probability That State at Time t � �t Is j

State at State at Probability of This
Time t Time t � �t Sequence of Events

j � 1 j Pi, j�1(t) (lj�1�t � o(�t)) � (I)
j � 1 j Pi, j�1(t) (mj�1�t � o(�t)) � (II)
j j Pi, j (t) (1 � mj �t � lj�t � 2o(�t)) � (III)
Any other state j o(�t) � (IV)
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also, Pi, j�1(t) � pj�1, Pi, j�1(t) � pj�1, and Pij(t) � pj will all hold. Substituting these
relations into (10�), we obtain, for j � 1,

lj�1pj�1 � mj�1pj�1 � pjmj � pjlj � 0 (10�)

lj�1pj�1 � mj�1pj�1 � pj(lj � mj) ( j � 1, 2, . . .)

For j � 0, we obtain

m1p1 � p0l0

Equations (10�) are an infinite system of linear equations that can be easily solved for the
pj’s. Before discussing how to solve (10�), we give an intuitive derivation of (10�), based
on the following observation: At any time t that we observe a birth–death process, it must
be true that for each state j, the number of times we have entered state j differs by at most
1 from the number of times we have left state j.

Suppose that by time t, we have entered state 6 three times. Then one of the cases in
Table 4 must have occurred. For example, if Case 2 occurs, we begin in state 6 and end
up in some other state. Since we have observed three transitions into state 6 by time t, the
following events (among others) must have occurred:

Start in state 6 Enter state 6 (second time)

Leave state 6 (first time) Leave state 6 (third time)

Enter state 6 (first time) Enter state 6 (third time)

Leave state 6 (second time) Leave state 6 (fourth time)

Hence, if Case 2 occurs, then by time t, we must have left state 6 four times.
This observation suggests that for large t and for j � 0, 1, 2, . . . (and for any initial

conditions), it will be true that

(11)
�

Assuming the system has settled down into the steady state, we know that the system
spends a fraction pj of its time in state j. We can now use (11) to determine the steady-
state probabilities pj. For j � 1, we can only leave state j by going to state j � 1 or state
j � 1, so for j � 1, we obtain

� pj(lj � mj) (12)

Since for j � 1 we can only enter state j from state j � 1 or state j � 1,

� pj�1lj�1 � pj�1mj�1 (13)

Substituting (12) and (13) into (11) yields

pj�1lj�1 � pj�1mj�1 � pj(lj � mj) ( j � 1, 2, . . .) (14)

Expected no. of entrances into state j
				

Expected no. of departures from state j
					

Expected no. of entrances into state j
				

Expected no. of departures from state j
					

j  –  1State

Time 0 t

Pi, j  –  1(t) j  –  1(∆t)  +  o(∆t)

t  +  ∆t

i j

F I G U R E  11
Probability That State

Is j � 1 at Time t and
j at Time t � �t Is

Pi,j�1(t )(lj�1(�t ) �
o(�t ))
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For j � 0, we know that m0 � p�1 � 0, so we also have

p1m1 � p0l0 (14�)

Equations (14) and (14�) are often called the flow balance equations, or conservation
of flow equations, for a birth–death process. Note that (14) expresses the fact that in the
steady state, the rate at which transitions occur into any state i must equal the rate at which
transitions occur out of state i. If (14) did not hold for all states, then probability would
“pile up” at some state, and a steady state would not exist.

Writing out the equations for (14) and (14�), we obtain the flow balance equations for
a birth–death process:

( j � 0) p0l0 � p1m1

( j � 1) (l1 � m1)p1 � l0p0 � m2p2

( j � 2) (l2 � m2)p2 � l1p1 � m3p3 (15)






( jth equation) (lj � mj)pj � lj�1pj�1 � mj�1pj�1

Solution of Birth–Death Flow Balance Equations

To solve (15), we begin by expressing all the pj’s in terms of p0. From the ( j � 0) equa-
tion, we obtain

p1 � 	
p

m
0l

1

0	

Substituting this result into the ( j � 1) equation yields

l0p0 � m2p2 � 	
(l1 �

m

m

1

1)p0l0	

m2p2 � 	
p0(

m

l0

1

l1)
	

Thus,

p2 � 	
p0

m

(l

1m
0l

2

1)
	

We could now use the ( j � 3) equation to solve for p3 in terms of p0 and so on. If we
define

cj � 	
l

m

0l

1m

1

2



















l

m

j�

j

1
	

TA B L E  4
Relation between Number of Transitions into and out of a State by Time t

Number of Transitions
Initial State State of Time t Out of State 6 by Time t

Case 1: state 6 State 6 3
Case 2: state 6 Any state except 6 4
Case 3: any state
except state 6 State 6 2
Case 4: any state
except state 6 Any state except 6 3
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then it can be shown that

pj � p0cj (16)

(See Problem 1 at the end of this section.) Since at any given time, we must be in some
state, the steady-state probabilities must sum to 1:

�
j�∞

j�0

pj � 1 (17)

Substituting (16) into (17) yields

p0 �1 � �
j�∞

j�1

cj� � 1 (18)

If �j�1
j�∞ cj is finite, we can use (18) to solve for p0:

p0 �
(19)

Then (16) can be used to determine p1, p2, . . . . It can be shown that if �j�1
j�∞ cj is infi-

nite, then no steady-state distribution exists. The most common reason for a steady-state
failing to exist is that the arrival rate is at least as large as the maximum rate at which
customers can be served.

Using a Spreadsheet to Compute Steady-State Probabilities

The following example illustrates how a spreadsheet can be used to compute steady-state
probabilities for a birth–death process.

E X A M P L E  2

Indiana Bell customer service representatives receive an average of 1,700 calls per hour.
The time between calls follows an exponential distribution. A customer service represen-
tative can handle an average of 30 calls per hour. The time required to handle a call is
also exponentially distributed. Indiana Bell can put up to 25 people on hold. If 25 people
are on hold, a call is lost to the system. Indiana Bell has 75 service representatives.

1 What fraction of the time are all operators busy?

2 What fraction of all calls are lost to the system?

Solution In Figure 12 (file Bell.xls), we set up a spreadsheet to compute the steady-state probabil-
ities for this birth–death process. We let the state i at any time equal the number of callers
whose calls are being processed or are on hold. We have that for i � 0, 1, 2, . . . , 99, 
li � 1,700. The fact that any calls received when 75 � 25 � 100 calls are in the system
are lost to the system implies that l100 � 0. Then no state i � 100 can occur (why?). We
have u0 � 0 and for i � 1, 2, . . . , 75, mi � 30i. For i � 75, mi � 30(75) � 2,250.

To answer parts (1) and (2), we need to compute the steady-state probabilities pi �
fraction of the time the state is i. In cells A4:A104, we enter the possible states of the sys-
tem (0–100). To do this, enter 0 in cell A4 and 1 in A5. Then select the range A4:A5 and
drag the cursor to A6:A104. In B4, type the arrival rate of 1,700 and just drag the cursor

Indiana Bell

1
		

1 � �
j�∞

j�1

cj

Bell.xls
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1
2
3
4
5
6
7
8
9

10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60

A B C D
Prob(i>=75)

INDIANA BELL EXAMPLE 0 .012759326
STATE LAMBDA MU CJ PROB

0 1700 0 1 2.451E-25
1 1700 30 56.6666667 1.3889E-23
2 1700 60 1605.55556 3.9352E-22
3 1700 90 30327.1605 7.4332E-21
4 1700 120 429634.774 1.053E-19
5 1700 150 4869194.1 1.1934E-18
6 1700 180 45986833.2 1.1271E-17
7 1700 210 372274364 9.1244E-17
8 1700 240 2636943411 6.4631E-16
9 1700 270 1.6603E+10 4.0694E-15

10 1700 300 9.4084E+10 2.306E-14
11 1700 330 4.8467E+11 1.1879E-13
12 1700 360 2.2887E+12 5.6097E-13
13 1700 390 9.9765E+12 2.4452E-12
14 1700 420 4.0381E+13 9.8974E-12
15 1700 450 1.5255E+14 3.739E-11
16 1700 480 5.4029E+14 1.3242E-10
17 1700 510 1.801E+15 4.4141E-10
18 1700 540 5.6697E+15 1.3896E-09
19 1700 570 1.691E+16 4.1445E-09
20 1700 600 4.791E+16 1.1743E-08
21 1700 630 1.2928E+17 3.1687E-08
22 1700 660 3.33E+17 8.1618E-08
23 1700 690 8.2043E+17 2.0109E-07
24 1700 720 1.9371E+18 4.7479E-07
25 1700 750 4.3908E+18 1.0762E-06
26 1700 780 9.5697E+18 2.3455E-06
27 1700 810 2.0085E+19 4.9227E-06
28 1700 840 4.0648E+19 9.9627E-06
29 1700 870 7.9426E+19 1.9467E-05
30 1700 900 1.5003E+20 3.6772E-05
31 1700 930 2.7424E+20 6.7217E-05
32 1700 960 4.8564E+20 0.00011903
33 1700 990 8.3393E+20 0.00020439
34 1700 1020 1.3899E+21 0.00034066
35 1700 1050 2.2503E+21 0.00055154
36 1700 1080 3.5421E+21 0.00086817
37 1700 1110 5.4248E+21 0.00132962
38 1700 1140 8.0897E+21 0.00198277
39 1700 1170 1.1754E+22 0.00288095
40 1700 1200 1.6652E+22 0.00408134
41 1700 1230 2.3015E+22 0.00564088
42 1700 1260 3.1052E+22 0.00761072
43 1700 1290 4.0921E+22 0.01002963
44 1700 1320 5.2701E+22 0.01291694
45 1700 1350 6.6364E+22 0.01626578
46 1700 1380 8.1753E+22 0.02003755
47 1700 1410 9.8567E+22 0.02415875
48 1700 1440 1.1636E+23 0.02852075
49 1700 1470 1.3457E+23 0.03298318
50 1700 1500 1.5251E+23 0.03738094
51 1700 1530 1.6946E+23 0.04153437
52 1700 1560 1.8467E+23 0.04526182
53 1700 1590 1.9744E+23 0.04839314
54 1700 1620 2.0719E+23 0.05078292
55 1700 1650 2.1347E+23 0.0523218
56 1700 1680 2.1601E+23 0.05294468

E F

F I G U R E  12
Indiana Bell
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down to B5:B104 to create the arrival rates for all states. To create the service rates, en-
ter 0 in cell C4. Then enter 30 in C5 and 60 in cell C6. Then select the range C5:C6 and
drag the cursor down to C79. This creates the service rates for states 0–75. In C80, enter
2,250 and drag that result down to C81:C104. This creates the service rate (2,250) for
states 76–100. In the cell range D4:D104, we calculate the cj’s that are needed to com-
pute the steady-state probabilities. To begin, we enter a 1 in D4. Since c1 � l0/m1, we en-
ter �B4/C5 in cell D5. Since c2 � c1l1/m2, we enter �D5*B5/C6 into D6. Copying from
D6 to D7:D104 now generates the rest of the cj’s. In E4, we compute p0 by entering
�SUM(D$4:D$104). In E5, we compute p1 by entering �D5*E$4. Copying from the
range E5 to the range E5:E104 generates the rest of the steady-state probabilities. We can
now answer questions (1) and (2).

A A B C D E F
6 1
6 2
6 3
6 4
6 5
6 6
6 7
6 8
6 9
7 0
7 1
7 2
7 3
7 4
7 5
7 6
7 7
7 8
7 9
8 0
8 1
8 2
8 3
8 4
8 5
8 6
8 7
8 8
8 9
9 0
9 1
9 2
9 3
9 4
9 5
9 6
9 7
9 8
9 9

1 0 0
1 0 1
1 0 2
1 0 3
1 0 4

57 1700 1710 2.1E+23 0.0526351 
58 1700 1740 2.1E+23 0.0514251 
59 1700 1770 2.0E+23 0.0493913 
60 1700 1800 1.9E+23 0.0466473 
61 1700 1830 1.8E+23 0.0433336 
62 1700 1860 1.6E+23 0.039606 
63 1700 1890 1.5E+23 0.0356244 
64 1700 1920 1.3E+23 0.0315425 
65 1700 1950 1.1E+23 0.0274985 
66 1700 1980 9.6E+22 0.0236099 
67 1700 2010 8.1E+22 0.0199685 
68 1700 2040 6.8E+22 0.0166405 
69 1700 2070 5.6E+22 0.0136661 
70 1700 2100 4.5E+22 0.011063 
71 1700 2130 3.6E+22 0.0088296 
72 1700 2160 2.8E+22 0.0069492 
73 1700 2190 2.2E+22 0.0053944 
74 1700 2220 1.7E+22 0.0041308 
75 1700 2250 1.3E+22 0.0031211 
76 1700 2250 9.6E+21 0.0023581 
77 1700 2250 7.3E+21 0.0017817 
78 1700 2250 5.5E+21 0.0013462 
79 1700 2250 4.1E+21 0.0010171 
80 1700 2250 3.1E+21 0.0007685 
81 1700 2250 2.4E+21 0.0005806 
82 1700 2250 1.8E+21 0.0004387 
83 1700 2250 1.4E+21 0.0003315 
84 1700 2250 1.0E+21 0.0002504 
85 1700 2250 7.7E+20 0.0001892 
86 1700 2250 5.8E+20 0.000143 
87 1700 2250 4.4E+20 0.000108 
88 1700 2250 3.3E+20 0.0000816 
89 1700 2250 2.5E+20 0.0000617 
90 1700 2250 1.9E+20 0.0000466 
91 1700 2250 1.4E+20 0.0000352 
92 1700 2250 1.1E+20 0.0000266 
93 1700 2250 8.2E+19 0.0000201 
94 1700 2250 6.2E+19 0.0000152 
95 1700 2250 4.7E+19 0.0000115 
96 1700 2250 3.5E+19 0.0000087 
97 1700 2250 2.7E+19 0.0000065 
98 1700 2250 2.0E+19 0.0000049 
99 1700 2250 1.5E+19 0.0000037 

100 0 2250 1.2E+19 0.0000028 
F I G U R E  12

(Continued)
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1 We seek p75 � p76 � 
 
 
 � p100. To obtain this, we enter the command
�SUM(E79:E104) in cell F2 and obtain .013.

2 An arriving call is turned away if the state equals 100. A fraction p100 � .0000028 of
all arrivals will be turned away. Thus, the phone company is providing very good service!

In Sections 20.4–20.6 and 20.9–20.10, we apply the theory of birth–death processes to
determine the steady-state probability distributions for a variety of queuing systems. Then
we use the steady-state probability distributions to determine other quantities of interest
(such as expected waiting time and expected number of customers in the system).

Birth–death models have been used to model phenomena other than queuing systems.
For example, the number of firms in an industry can be modeled as a birth–death process:
The state of the industry at any given time is the number of firms that are in business; a
birth corresponds to a firm entering the industry; and a death corresponds to a firm go-
ing out of business.

P R O B L E M S
Group A

1 Show that the values of the pj’s given in (16) do indeed
satisfy the flow balance equations (14) and (14�).

2 My home uses two light bulbs. On average, a light bulb
lasts for 22 days (exponentially distributed). When a light
bulb burns out, it takes an average of 2 days (exponentially
distributed) before I replace the bulb.

a Formulate a three-state birth–death model of this 
situation.
b Determine the fraction of the time that both light
bulbs are working.
c Determine the fraction of the time that no light bulbs
are working.

Group B

3 You are doing an industry analysis of the Bloomington
pizza industry. The rate (per year) at which pizza restaurants
enter the industry is given by p, where p � price of a pizza
in dollars. The price of a pizza is assumed to be max(0,
16 � .5F), where F � number of pizza restaurants in
Bloomington. During a given year, the probability that a
pizza restaurant fails is 1/(10 � p). Create a birth–death
model of this situation.

a In the steady state, estimate the average number of
pizza restaurants in Bloomington.
b What fraction of the time will there be more than 20
pizza restaurants in Bloomington?

20.4 The M/M/1/GD/∞/∞ Queuing System 
and the Queuing Formula L � lW
We now use the birth–death methodology explained in the previous section to analyze
the properties of the M/M/1/GD/∞/∞ queuing system. Recall that the M/M/1/GD/∞/∞
queuing system has exponential interarrival times (we assume that the arrival rate per
unit time is l) and a single server with exponential service times (we assume that each
customer’s service time is exponential with rate m). In Section 20.3, we showed that an
M/M/1/GD/∞/∞ queuing system may be modeled as a birth–death process with the 
following parameters:

lj � l ( j � 0, 1, 2, . . .)

m0 � 0 (20)

mj � m ( j � 1, 2, 3, . . .)
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Derivation of Steady-State Probabilities

We can use Equations (15)–(19) to solve for pj, the steady-state probability that j cus-
tomers will be present. Substituting (20) into (16) yields

p1 � 	
l

m

p0	, p2 � 	
l

m

2p
2

0	, . . . , pj � 	
l

m

jp
j

0
	 (21)

We define r � 	
m
l

	. For reasons that will become apparent later, we call r the traffic in-
tensity of the queuing system. Substituting (21) into (17) yields

p0(1 � r � r2 � 
 
 
) � 1 (22)

We now assume that 0 � r  1. Then we evaluate the sum S � 1 � r � r2 � 
 
 
 as
follows: Multiplying S by r yields rS � r � r2 � r3 � 
 
 
. Then S � rS � 1, and

S � 	
1 �

1
r

	 (23)

Substituting (23) into (22) yields

p0 � 1 � r (0 � r  1) (24)

Substituting (24) into (21) yields

pj � r j(1 � r) (0 � r  1) (25)

If r � 1, however, the infinite sum in (22) “blows up” (try r � 1, for example, and you
get 1 � 1 � 1 � 
 
 
). Thus, if r � 1, no steady-state distribution exists. Since r � 	

m
l

	,
we see that if l � m (that is, the arrival rate is at least as large as the service rate), then
no steady-state distribution exists.

If r � 1, it is easy to see why no steady-state distribution can exist. Suppose l � 6
customers per hour and m � 4 customers per hour. Even if the server were working all
the time, she could only serve an average of 4 people per hour. Thus, the average num-
ber of customers in the system would grow by at least 6 � 4 � 2 customers per hour.
This means that after a long time, the number of customers present would “blow up,” and
no steady-state distribution could exist. If r � 1, the nonexistence of a steady state is not
quite so obvious, but our analysis does indicate that no steady state exists.

Derivation of L

Throughout the rest of this section, we assume that r  1, ensuring that a steady-state
probability distribution, as given in (25), does exist. We now use the steady-state proba-
bility distribution in (25) to determine several quantities of interest. For example, assum-
ing that the steady state has been reached, the average number of customers present in the
queuing system (call it L) is given by

L � �
j�∞

j�0

jpj � �
j�∞

j�0

jr j(1 � r)

� (1 � r) �
j�∞

j�0

jr j

Defining

S� � �
j�∞

j�0

jr j � r � 2r2 � 3r3 � 
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we see that rS� � r2 � 2r3 � 3r4 � 
 
 
. Subtracting yields

S� � r S� � r � r2 � 
 
 
 � 	
1 �

r

r
	

Thus,

S� � 	
(1 �

r

r)2
	

and

L � (1 � r) 	
(1 �

r

r)2
	 � 	

1 �

r

r
	 � 	

m �

l

l
	 (26)

Derivation of Lq

In some circumstances, we are interested in the expected number of people waiting in line
(or in the queue). We denote this number by Lq. Note that if 0 or 1 customer is present in
the system, then nobody is waiting in line, but if j people are present ( j � 1), there will
be j � 1 people waiting in line. Thus, if we are in the steady state,

Lq � �
j�∞

j�1

( j � 1)pj � �
j�∞

j�1

jpj � �
j�∞

j�1

pj

� L � (1 � p0) � L � r

where the last equation follows from (24). Since L � 	
1�

r
r

	, we write

Lq � 	
1 �

r

r
	 � r � 	

1

r

�

2

r
	 � 	

m(m
l

�

2

l)
	 (27)

Derivation of Ls

Also of interest is Ls, the expected number of customers in service. For an M/M/1/GD/∞/∞
queuing system,

Ls � 0p0 � 1(p1 � p2 � 
 
 
) � 1 � p0 � 1 � (1 � r) � r

Since every customer who is present is either in line or in service, it follows that for any
queuing system (not just an M/M/1/GD/∞/∞ system), L � Ls � Lq. Thus, using our for-
mulas for L and Ls, we could have determined Lq from

Lq � L � Ls � 	
1 �

r

r
	 � r � 	

1

r

�

2

r
	

The Queuing Formula L � lW

Often we are interested in the amount of time that a typical customer spends in a queu-
ing system. We define W as the expected time a customer spends in the queuing system,
including time in line plus time in service, and Wq as the expected time a customer spends
waiting in line. Both W and Wq are computed under the assumption that the steady state
has been reached. By using a powerful result known as Little’s queuing formula, W and
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Wq may be easily computed from L and Lq. We first define (for any queuing system or
any subset of a queuing system) the following quantities:

l � average number of arrivals entering the system per unit time

L � average number of customers present in the queuing system

Lq � average number of customers waiting in line

Ls � average number of customers in service

W � average time a customer spends in the system

Wq � average time a customer spends in line

Ws � average time a customer spends in service

In these definitions, all averages are steady-state averages. For most queuing systems, Lit-
tle’s queuing formula may be summarized as in Theorem 3.

T H E O R E M  3

For any queuing system in which a steady-state distribution exists, the following re-
lations hold:

L � lW (28)

Lq � lWq (29)

Ls � lWs (30)

Before using these important results, we present an intuitive justification of (28). First
note that both sides of (28) have the same units (we assume the unit of time is hours).
This follows, because L is expressed in terms of number of customers, l is expressed in
terms of customers per hour, and W is expressed in hours. Thus, lW has the same units
(customers) as L. For a rigorous proof of Little’s theorem, see Ross (1970). We content
ourselves with the following heuristic discussion.

Consider a queuing system in which customers are served on a first come, first served
basis. An arbitrary arrival enters the system (assume that the steady state has been
reached). This customer stays in the system until he completes service, and upon his de-
parture, there will be (on the average) L customers present in the system. But when this
customer leaves, who will be left in the system? Only those customers who arrive during
the time the initial customer spends in the system. Since the initial customer spends an
average of W hours in the system, an average of lW customers will arrive during his stay
in the system. Hence, L � lW. The “real” proof of L � lW is virtually independent of
the number of servers, the interarrival time distribution, the service discipline, and the ser-
vice time distribution. Thus, as long as a steady state exists, we may apply Equations
(28)–(30) to any queuing system.

To illustrate the use of (28) and (29), we determine W and Wq for an M/M/1/GD/∞/∞
queuing system. From (26),

L � 	
1 �

r

r
	

Then (28) yields

W � 	
L
l

	 � 	
l(1

r

� r)
	 � 	

m �

1
l

	 (31)
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From (27), we obtain

Lq � 	
m(m

l

�

2

l)
	

and (29) implies

Wq � 	
L

l

q
	 � 	

m(m
l

� l)
	 (32)

Notice that (as expected) as r approaches 1, both W and Wq become very large. For r near
zero, Wq approaches zero, but for small r, W approaches 	

m
1

	, the mean service time.
The following three examples show applications of the formulas we have developed.

E X A M P L E  3

An average of 10 cars per hour arrive at a single-server drive-in teller. Assume that the
average service time for each customer is 4 minutes, and both interarrival times and ser-
vice times are exponential. Answer the following questions:

1 What is the probability that the teller is idle?

2 What is the average number of cars waiting in line for the teller? (A car that is being
served is not considered to be waiting in line.)

3 What is the average amount of time a drive-in customer spends in the bank parking
lot (including time in service)?

4 On the average, how many customers per hour will be served by the teller?

Solution By assumption, we are dealing with an M/M/1/GD/∞/∞ queuing system for which l �
10 cars per hour and m � 15 cars per hour. Thus, r � 	

1
1
0
5
	 � 	

2
3

	.

1 From (24), p0 � 1 � r � 1 � 	
2
3

	 � 	
1
3

	. Thus, the teller will be idle an average of one-
third of the time.

2 We seek Lq. From (27),

Lq � 	
1

r

�

2

r
	 � � 	

4
3

	 customers

3 We seek W. From (28), W � 	
L
l

	. Then from (26).

L � 	
1 �

r

r
	 � � 2 customers

Thus, W � 	
1
2
0
	 � 	

1
5

	 hour � 12 minutes (W will have the same units as l).

4 If the teller were always busy, he would serve an average of m � 15 customers per
hour. From part (1), we know that the teller is only busy two-thirds of the time. Thus, dur-
ing each hour, the teller will serve an average of (	

2
3

	)(15) � 10 customers. This must be
the case, because in the steady state, 10 customers are arriving each hour, so each hour,
10 customers must leave the system.

E X A M P L E  4

Suppose that all car owners fill up when their tanks are exactly half full.† At the present
time, an average of 7.5 customers per hour arrive at a single-pump gas station. It takes an

Service Station

	
2
3

	

	

(	
2
3

	)2

	
1 � 	

2
3

	

Drive-in Banking

†This example is based on Erickson (1973).
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average of 4 minutes to service a car. Assume that interarrival times and service times are
both exponential.

1 For the present situation, compute L and W.

2 Suppose that a gas shortage occurs and panic buying takes place. To model this phe-
nomenon, suppose that all car owners now purchase gas when their tanks are exactly
three-quarters full. Since each car owner is now putting less gas into the tank during each
visit to the station, we assume that the average service time has been reduced to 3	

1
3

	 min-
utes. How has panic buying affected L and W ?

Solution 1 We have an M/M/1/GD/∞/∞ system with l � 7.5 cars per hour and m � 15 cars per
hour. Thus, r � 	

7
1
.
5
5
	 � .50. From (26), L � 	

1�
.5

.
0
50
	 � 1, and from (28), W � 	

L
l

	 � 	
7
1
.5
	 � 0.13

hour. Hence, in this situation, everything is under control, and long lines appear to be 
unlikely.

2 We now have an M/M/1/GD/∞/∞ system with l � 2(7.5) � 15 cars per hour. (This
follows because each car owner will fill up twice as often.) Now m � 	

3.
6
3
0
33
	 � 18 cars per

hour, and r � 	
1
1
5
8
	 � 	

5
6

	. Then

L � � 5 cars and W � 	
L
l

	 � 	
1
5
5
	 � 	

1
3

	 hours � 20 minutes

Thus, panic buying has caused long lines.

Example 4 illustrates the fact that as r approaches 1, L and therefore W increase
rapidly. Table 5 illustrates this fact.

A Queuing Optimization Model

Example 5 shows how queuing theory can be used as an aid in decision making.

	
5
6

	

	

TA B L E  5
Relation between r and L for an
M/M/1/GD/∞/∞ System

L for an
r M/M/1/GD/∞/∞ System

0.30 0.43
0.40 0.67
0.50 1.00
0.60 1.50
0.70 2.33
0.80 4.00
0.90 9.00
0.95 19.00
0.99 99.00
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†This example is based on Brigham (1955).

E X A M P L E  5

Machinists who work at a tool-and-die plant must check out tools from a tool center.† An
average of ten machinists per hour arrive seeking tools. At present, the tool center is
staffed by a clerk who is paid $6 per hour and who takes an average of 5 minutes to han-
dle each request for tools. Since each machinist produces $10 worth of goods per hour,
each hour that a machinist spends at the tool center costs the company $10. The company
is deciding whether or not it is worthwhile to hire (at $4 per hour) a helper for the clerk.
If the helper is hired, the clerk will take an average of only 4 minutes to process requests
for tools. Assume that service and interarrival times are exponential. Should the helper be
hired?

Solution Problems in which a decision maker must choose between alternative queuing systems
are called queuing optimization problems. In the current problem, the company’s goal
is to minimize the sum of the hourly service cost and the expected hourly cost due to
the idle times of machinists. In queuing optimization problems, the component of cost
due to customers waiting in line is referred to as the delay cost. Thus, the firm wants to
minimize

	
Expe

H

ct

o

e

u

d

r

cost
	 � 	

serv

h

ic

o

e

ur

cost
	 �

The computation of the hourly service cost is usually simple. The easiest way to compute
the hourly delay cost is to note that

� � � � �
In our problem,

� � � � �
Thus,

� 10W and � 10Wl

We can now compare the expected cost per hour if the helper is not hired to the expected
cost per hour if the helper is hired. If the helper is not hired, l � 10 machinists per hour
and m � 12 machinists per hour. From (31), W � 	

12�
1

10
	 � 	

1
2

	 hour. Since the clerk is paid
$6 per hour, we have that

	
Serv

H

ic

o

e

ur

cost
	 � $6 and � 10(	

1
2

	)10 � $50
expected delay cost
			

expected delay cost
			

Expected delay cost
			

average hours machinist
spends in system

$10
		

Expected delay cost
			

expected customers
			

expected delay cost
			

Expected delay cost
			

expected delay cost
			

Tool Center
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Thus, without the helper, the expected hourly cost is 6 � 50 � $56. With the helper, 
m � 15 customers per hour. Then W � 	

15�
1

10
	 � 	

1
5

	 hour and

� 10(	
1
5

	)(10) � $20

Since the hourly service cost is now 6 � 4 � $10 per hour, the expected hourly cost with
the helper is 20 � 10 � $30. Thus, the helper should be hired, because he saves 50 �
20 � $30 per hour in delay costs, which more than makes up for his $4-per-hour salary.

The queuing formula L � lW is very general and can be applied to many situations
that do not seem to be queuing problems. Think of any situation where a quantity (such
as mortgage loan applications, potatoes at McDonald’s, revenues from computer sales)
flows through a system. If we let

L � average amount of quantity present

l � rate at which quantity arrives at system

W � average time a unit of quantity spends in system

then L � lW or W � L/l.
Here are some examples of L � lW in non-queuing situations.

E X A M P L E  6

Our local MacDonald’s uses an average of 10,000 pounds of potatoes per week. The av-
erage number of pounds of potatoes on hand is 5,000. On the average, how long do pota-
toes stay in the restaurant before being used?

Solution We are given that L � 5,000 pounds and l� 10,000 pounds/week. Therefore, W � 5,000
pounds/(10,000 pounds/week) � .5 week.

E X A M P L E  7

A local computer store sells $300,000 worth of computers per year. On average accounts
receivable are $45,000. On average, how long does it take from the time a customer is
billed until the store receives payment?

Solution We are given that L � $45,000 and l � $300,000/year. Therefore W � $45,000/
($300,000/year) � .15 year.

A Spreadsheet for the M/M/1/GD/∞/∞ Queuing System

Figure 13 (file MM1.xls) gives a template that can be used to compute important quanti-
ties for the M/M/1/GD/∞/∞ queuing system. Simply input l in cell A4 and m in cell B4.
L, Lq, Ls, W, Wq, and Ws are computed in rows 6 and 8. Column B prints out the steady-
state probabilities (computed from (24) and (25)). We are assuming that l and m are such
that the probability that more than 1,000 customers will be present is very small. In Fig-
ure 13, we have input the values of l and m for Example 3.

Accounts Receivable

Potatoes at McDonald’s

Expected delay cost
			

MM1.xls
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40

A B C
M/M/1 QUEUE

LAMBDA? MU? RO
10 15 0.66666667

L LQ LS
2 1.33333333 0.66666667

W WQ WS
0.2 0.13333333 0.06666667

J PI(J)
0 0.33333333
1 0.22222222
2 0.14814815
3 0.09876543
4 0.06584362
5 0.04389575
6 0.02926383
7 0.01950922
8 0.01300615
9 0.00867076

10 0.00578051
11 0.00385367
12 0.00256912
13 0.00171274
14 0.00114183
15 0.00076122
16 0.00050748
17 0.00033832
18 0.00022555
19 0.00015036
20 0.00010024
21 6.6829E-05
22 4.4552E-05
23 2.9702E-05
24 1.9801E-05
25 1.3201E-05
26 8.8005E-06
27 5.867E-06
28 3.9113E-06
29 2.6075E-06
30 1.7384E-06  

F I G U R E  13
M/M/1 Queue
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P R O B L E M S
Group A

A A B C D
4 1
4 2
4 3
4 4
4 5
4 6
4 7
4 8
4 9
5 0
5 1
5 2
5 3
5 4
5 5
5 6
5 7
5 8
5 9
6 0
6 1
6 2
6 3
6 4
6 5
6 6
6 7
6 8
6 9
7 0
7 1
7 2
7 3
7 4
7 5
7 6
7 7
7 8
7 9
8 0

31 0.0000012 
32 0.0000008 
33 0.0000005 
34 0.0000003 
35 0.0000002 
36 0.0000002 
37 0.0000001 
38 6.8E-08 
39 4.5E-08 
40 3.0E-08 
41 2.0E-08 
42 1.3E-08 
43 8.9E-09 
44 6.0E-09 
45 4.0E-09 
46 2.6E-09 
47 1.8E-09 
48 1.2E-09 
49 7.8E-10 
50 5.2E-10 
51 3.5E-10 
52 2.3E-10 
53 1.5E-10 
54 1.0E-10 
55 6.9E-11 
56 4.6E-11 
57 3.1E-11 
58 2.0E-11 
59 1.4E-11 
60 9.1E-12 
61 6.0E-12 
62 4.0E-12 
63 2.7E-12 
64 1.8E-12 
65 1.2E-12 
66 8.0E-13 
67 5.3E-13 
68 3.5E-13 
69 2.4E-13 
70 1.6E-13 

F I G U R E  13
(Continued)

1† Each airline passenger and his or her luggage must be
checked to determine whether he or she is carrying weapons
onto the airplane. Suppose that at Gotham City Airport, an
average of 10 passengers per minute arrive (interarrival
times are exponential). To check passengers for weapons,
the airport must have a checkpoint consisting of a metal
detector and baggage X-ray machine. Whenever a check-

point is in operation, two employees are required. A
checkpoint can check an average of 12 passengers per
minute (the time to check a passenger is exponential). Under
the assumption that the airport has only one checkpoint,
answer the following questions:

a What is the probability that a passenger will have to
wait before being checked for weapons?
b On the average, how many passengers are waiting in
line to enter the checkpoint?

†Based on Gilliam (1979).
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c On the average, how long will a passenger spend at
the checkpoint?

2 The Decision Sciences Department is trying to
determine whether to rent a slow or a fast copier. The
department believes that an employee’s time is worth $15
per hour. The slow copier rents for $4 per hour and it takes
an employee an average of 10 minutes to complete copying
(exponentially distributed). The fast copier rents for $15 per
hour and it takes an employee an average of 6 minutes to
complete copying. An average of 4 employees per hour need
to use the copying machine (interarrival times are
exponential). Which machine should the department rent?

3 For an M/M/1/GD/∞/∞ queuing system, suppose that
both l and m are doubled.

a How is L changed?
b How is W changed?
c How is the steady-state probability distribution
changed?

4 A fast-food restaurant has one drive-through window.
An average of 40 customers per hour arrive at the window.
It takes an average of 1 minute to serve a customer. Assume
that interarrival and service times are exponential.

a On the average, how many customers are waiting in
line?
b On the average, how long does a customer spend at
the restaurant (from time of arrival to time service is
completed)?
c What fraction of the time are more than 3 cars waiting
for service (this includes the car (if any) at the window)?

5 On a typical Saturday, Red Lobster serves 1,000
customers. The restaurant is open for 12 hours. On average,
150 customers are present. How long does an average
customer spend in the restaurant?

6 Our local maternity ward delivers 1,500 babies per year.
On the average, 5 beds in the maternity ward are filled. How
long does the average mother stay in the maternity ward?

7 Assume that an average of 125 packets per second of
information arrive to a router and that it takes an average of
.002 second to process each packet. Assuming exponential
interarrival and service times, answer the following
questions.

a What is the average number of packets waiting for
entry into the router?
b What is the probability that 10 or more packets are
present?

Group B

8 Referring to Problem 1, suppose the airline wants to
determine how many checkpoints to operate to minimize
operating costs and delay costs over a ten-year period.
Assume that the cost of delaying a passenger for 1 hour is
$10 and that the airport is open every day for 16 hours per
day. It costs $1 million to purchase, staff, and maintain a
metal detector and baggage X-ray machine for a ten-year
period. Finally, assume that each passenger is equally likely
to enter a given checkpoint.

9† Each machine on Widgetco’s assembly line gets out of
whack an average of once a minute. Laborers are assigned
to reset a machine that gets out of whack. The company
pays each laborer cs dollars per hour and estimates that each
hour of idle machine time costs the company cm dollars in
lost production. Data indicate that the time between
successive breakdowns of a machine and the time to reset a
machine are exponential. Widgetco plans to assign each
worker a certain number of machines to watch over and
repair. Let M � total number of Widgetco machines, w �
number of laborers hired by Widgetco, and R � 	

M
w

	 �
machines assigned to each laborer.

a Express Widgetco’s hourly cost in terms of R and M.
b Show that the optimal value of R does not depend
on the value of M.
c Use calculus to show that costs are minimized by
choosing

R �

d Suppose cm � 78¢ and cs � $2.75. Widgetco has 200
machines, and a laborer can reset a machine in an aver-
age of 7.8 seconds. How can Widgetco minimize costs?
e In parts (a)–(d), we have tacitly assumed that at any
point in time, the rate at which the machines assigned to
a worker break down does not depend on the number of
his or her assigned machines that are currently working
properly. Does this assumption seem reasonable?

10 Consider an airport where taxis and customers arrive
(exponential interarrival times) with respective rates of 1
and 2 per minute. No matter how many other taxis are
present, a taxi will wait. If an arriving customer does not
find a taxi, the customer immediately leaves.

a Model this system as a birth–death process (Hint:
Determine what the state of the system is at any given
time and draw a rate diagram.)
b Find the average number of taxis that are waiting for
a customer.
c Suppose all customers who use a taxi pay a $2 fare.
During a typical hour, how much revenue will the taxis
receive?

11 A bank is trying to determine which of two machines
should be rented to process checks. Machine 1 rents for
$10,000 per year and processes 1,000 checks per hour.
Machine 2 rents for $15,000 per year and processes 1,600
checks per hour. Assume that the machines work 8 hours a
day, 5 days a week, 50 weeks a year. The bank must process
an average of 800 checks per hour, and the average check
processed is for $100. Assume an annual interest rate of
20%. Then determine the cost to the bank (in lost interest)
for each hour that a check spends waiting for and undergoing
processing. Assuming that interarrival times and service
times are exponential, which machine should the bank rent?

12‡ A tire plant must produce an average of 100 tires per
day. The plant produces tires in a batch of size x. The plant

	
6

m

0
	

		

†Based on Vogel (1979).
‡Based on Karmarkar (1985).
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manager must determine the batch size x that minimizes the
time a batch spends in the plant. From the time a batch of
tires arrives, it takes an average of 	

2
1
0
	 of a day to set up the

plant for production of tires. Once the plant is set up, it
takes an average of 	

1
1
50
	 day to produce each tire. Assume that

the time to produce a batch of tires is exponentially
distributed and that the time for a batch of tires to “arrive”
is also exponentially distributed. Determine the batch size
that minimizes the expected time a batch spends in the plant
(from arrival of batch to time production of batch is
completed).

13 A worker at the State Unemployment Office is
responsible for processing a company’s forms when it opens
for business. The worker can process an average of 4 forms
per week. In 2002, an average of 1.8 companies per week
submitted forms for processing, and the worker had a
backlog of .45 week. In 2003, an average of 3.9 companies
per week submitted forms for processing, and the worker
had a 5-week backlog. The poor worker was fired and sued
to get his job back. The court said that since the amount of
work submitted to the worker had approximately doubled,
the worker’s backlog should have also doubled. Since his

backlog increased by more than a factor of 10, he must have
been slacking off, so the state was justified in firing him.
Use queuing theory to defend the worker (based on an actual
case!).

14 For the M/M/1/GD/∞/∞ queuing model, show that the
following results hold:

a W � (L � 1)Ws.
b Wq � LWs.
c Interpret the results in (a) and (b).

15 From the time a request for data is submitted until the
request is fulfilled, a database takes an average of 3 seconds
to respond to a request for data. We find that the database
is idle around 20% of the time. Answer the following
questions, assuming that the database can be modeled as an
M/M/1 system.

a What is the average service time per database query?
b What is the average number of queries in the 
system?
c What is the probability that 5 or more queries are
present?

20.5 The M/M/1/GD/c/∞ Queuing System
In this section, we analyze the M/M/1/GD/c/∞ queuing system. Recall that this queuing
system is an M/M/1/GD/∞/∞ system with a total capacity of c customers. The
M/M/1/GD/c/∞ system is identical to the M/M/1/GD/∞/∞ system except for the fact that
when c customers are present, all arrivals are turned away and are forever lost to the sys-
tem. As in Section 20.4, we assume that interarrival times are exponential with rate l, and
service times are exponential with rate m. Then the M/M/1/GD/c/∞ system may be mod-
eled (see Figure 14) as a birth–death process with the following parameters:

lj � l ( j � 0, 1, . . . , c � 1)

lc � 0 (33)

m0 � 0

mj � m ( j � 1, 2, . . . , c)

Since lc � 0, the system will never reach state c � 1 (or any higher-numbered state). As
in Section 20.4, it is convenient to define r � 	

m
l

	. Then we can apply Equations (16)–(19) to
find that if l � m, the steady-state probabilities for the M/M/1/GD/c/∞ model are given by

p0 � 	
1

1

�

�

rc

r
�1

	

pj � r jp0 ( j � 1, 2, . . . , c) (34)

pj � 0 ( j � c � 1, c � 2, . . .)

µ

0 1 2 c  –  1 c

µ µ

F I G U R E  14
Rate Diagram for

M/M/1/GD/c/∞
Queuing System
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Combining (34) with the fact that L � �j�c
j�0 jpj, we can show that when l � m,

L � (35)

If l � m, then all the cj’s in (16) equal 1, and all the pj’s must be equal. Hence, if l �
m, the steady-state probabilities for the M/M/1/GD/c/∞ system are

pj � 	
c �

1
1

	 ( j � 0, 1, . . . , c)
(36)

L � 	
2
c

	

As with the M/M/1/GD/∞/∞ system, Ls � 0p0 � 1(p1 � p2 � 
 
 
) � 1 � p0. As be-
fore, we may determine Lq from Lq � L � Ls.

Determination of W and Wq from (28) and (29) is a tricky matter. Recall that in (28)
and (29), l represents the average number of customers per unit time who actually enter
the system. In our finite capacity model, an average of l arrivals per unit time arrive, but
lpc of these arrivals find the system filled to capacity and leave. Thus, an average of 
l � lpc � l(1 � pc) arrivals per unit time will actually enter the system. Combining
this fact with (28) and (29) yields

W � 	
l(1 �

L

pc)
	 and Wq � 	

l(1

L

�

q

pc)
	 (37)

For an M/M/1/GD/c/∞ system, a steady state will exist even if l � m. This is because,
even if l � m, the finite capacity of the system prevents the number of people in the sys-
tem from “blowing up.”

E X A M P L E  8

A one-man barber shop has a total of 10 seats. Interarrival times are exponentially dis-
tributed, and an average of 20 prospective customers arrive each hour at the shop. Those
customers who find the shop full do not enter. The barber takes an average of 12 minutes
to cut each customer’s hair. Haircut times are exponentially distributed.

1 On the average, how many haircuts per hour will the barber complete?

2 On the average, how much time will be spent in the shop by a customer who enters?

Solution 1 A fraction p10 of all arrivals will find the shop is full. Thus, an average of l(1 � p10)
will enter the shop each hour. All entering customers will receive a haircut, so the barber
will give an average of l(1 � p10) haircuts per hour. From our problem, c � 10, l � 20
customers per hour, and m � 5 customers per hour. Then r � 	

2
5
0
	 � 4, and (34) yields

p0 � 	
1
1
�

�

4
4
11	

and

p10 � 410 �	1
1

�

�

4

4
11

	� � 	
�

1

3

�

(4

4

1

1

0

1

)
	 � .75

Thus, an average of 20(1 � 	
3
4

	) � 5 customers per hour will receive haircuts. This means
that an average of 20 � 5 � 15 prospective customers per hour will not enter the shop.

2 To determine W, we use (35) and (37). From (35),

Barber Shop

r[1 � (c � 1)rc � crc�1]
			

(1 � rc�1)(1 � r)
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L � � 9.67 customers

Then (37) yields

W � � 1.93 hours

This barber shop is crowded, and the barber would be well advised to hire at least one
more barber!

A Spreadsheet for the M/M/1/GD/c/∞ Queuing System

Figure 15 (file MM1CAP.xls) gives a template that can be used to compute important
quantities for the M/M/1/GD/c/∞ queuing system. Input l in cell B2, m in cell C2, and c
(we assume c � 1,000) in cell D2. In cell F2, the steady-state probability that the state is
c is given. This is the fraction of all arrivals who find the system full. In row 4, the quan-
tities L, Ls, Lq, W, Ws, and Wq are computed. In column E, the steady-state probabilities
are computed from equations (16)–(18). In Figure 15, we have input the data from Ex-
ample 8.

P R O B L E M S
Group A

9.67
		

4[1 � 11(410) � 10(411)]
			

(1 � 411)(1 � 4)

1 A service facility consists of one server who can serve
an average of 2 customers per hour (service times are
exponential). An average of 3 customers per hour arrive at
the facility (interarrival times are assumed exponential).
The system capacity is 3 customers.

a On the average, how many potential customers enter
the system each hour?
b What is the probability that the server will be busy?

2 An average of 40 cars per hour (interarrival times are
exponentially distributed) are tempted to use the drive-in
window at the Hot Dog King Restaurant. If a total of more
than 4 cars are in line (including the car at the window) a
car will not enter the line. It takes an average of 4 minutes
(exponentially distributed) to serve a car.

a What is the average number of cars waiting for the
drive-in window (not including a car at the window)?
b On the average, how many cars will be served per
hour?
c I have just joined the line at the drive-in window. On
the average, how long will it be before I have received
my food?

3 An average of 125 packets of information per minute
arrive at an internet router. It takes an average of .002 
second to process a packet of information. The router is
designed to have a limited buffer to store waiting messages.
Any message that arrives when the buffer is full is lost to
the system. Assuming that interarrival and service times are

exponentially distributed, how big a buffer size is needed to
ensure that at most 1 in a million messages is lost?

Group B

4 Show that if r � 1

1 � r � r2 � 
 
 
 � rc � 	
1

1

�

�

rc

r

�1

	

(Hint: Recall how we evaluated 1 � r � r2 � 
 
 
.)

5 Use the answer to Problem 3 to derive the steady-state
probabilities for the M/M/1/GD/c/∞ system given in
Equation (34).

6 Two one-man barber shops sit side by side in Dunkirk
Square. Each can hold a maximum of 4 people, and any
potential customer who finds a shop full will not wait for a
haircut. Barber 1 charges $11 per haircut and takes an
average of 12 minutes to complete a haircut. Barber 2
charges $5 per haircut and takes an average of 6 minutes to
complete a haircut. An average of 10 potential customers
per hour arrive at each barber shop. Of course, a potential
customer becomes an actual customer only if he finds that
the shop is not full. Assuming that interarrival times and
haircut times are exponential, which barber will earn more
money?

7 A small mail order firm Seas Beginnings has one phone
line. An average of 60 people per hour call in orders, and it
takes an average of 1 minute to handle a call. Time between

MM1CAP.xls
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41

A B C D E F G
M/M/1/GD/c LAMBDA? MU? c? RO PI(c) TURNED AWAY

20 5 10 4 0.75000018 15.00000358
L LS LQ W WS WQ

9.66666929 0.99999928 8.66667 1.93333524 0.2 1.733335241

STATE LAMBDA(J) MU(J) CJ PROB #IN QUEUE   COLA*COLE
0 20 0 1 7.1526E-07 0 0
1 20 5 4 2.861E-06 0 2.86102E-06
2 20 5 16 1.1444E-05 1 2.28882E-05
3 20 5 64 4.5776E-05 2 0.000137329
4 20 5 256 0.00018311 3 0.000732422
5 20 5 1024 0.00073242 4 0.00366211
6 20 5 4096 0.00292969 5 0.017578129
7 20 5 16384 0.01171875 6 0.08203127
8 20 5 65536 0.04687501 7 0.375000089
9 20 5 262144 0.18750004 8 1.687500402

10 0 5 1048576 0.75000018 9 7.500001788
11 0 5 0 0 10 0
12 0 5 0 0 11 0
13 0 5 0 0 12 0
14 0 5 0 0 13 0
15 0 5 0 0 14 0
16 0 5 0 0 15 0
17 0 5 0 0 16 0
18 0 5 0 0 17 0
19 0 5 0 0 18 0
20 0 5 0 0 19 0
21 0 5 0 0 20 0
22 0 5 0 0 21 0
23 0 5 0 0 22 0
24 0 5 0 0 23 0
25 0 5 0 0 24 0
26 0 5 0 0 25 0
27 0 5 0 0 26 0
28 0 5 0 0 27 0  

F I G U R E  15

calls and time to handle calls are exponentially distributed.
If the phone line is busy, Seas Beginnings can put up to 
c � 1 people on hold. If c � 1 people are on hold, a caller
gets a busy signal and calls a competitor (Air End). Seas
Beginnings wants only 1% of all callers to get a busy signal.

How many people should the company be able to put on
hold?
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20.6 The M/M/s/GD/∞/∞ Queuing System
We now consider the M/M/s/GD/∞/∞ system. We assume that interarrival times are ex-
ponential (with rate l), service times are exponential (with rate m), and there is a single
line of customers waiting to be served at one of s parallel servers. If j � s customers are
present, then all j customers are in service; if j � s customers are present, then all s
servers are occupied, and j � s customers are waiting in line. Any arrival who finds an
idle server enters service immediately, but an arrival who does not find an idle server joins
the queue of customers awaiting service. Banks and post office branches in which all cus-
tomers wait in a single line for service can often be modeled as M/M/s/GD/∞/∞ queuing
systems.

To describe the M/M/s/GD/∞/∞ system as a birth–death model, note that (as in the
M/M/1/GD/∞/∞ model) lj � l ( j � 0, 1, 2, . . .). If j servers are occupied, then service
completions occur at a rate

� jm

Whenever j customers are present, min ( j, s) servers will be occupied. Thus, mj � min
( j, s)m. Summarizing, we find that the M/M/s/GD/∞/∞ system can be modeled as a
birth–death process (see Figure 16) with parameters

lj � l ( j � 0, 1, . . .)

mj � jm ( j � 0, 1, . . . , s) (38)

mj � sm ( j � s � 1, s � 2, . . .)

we define r � 	
s
l
m
	. For r  1, substituting (38) into (16)–(19) yields the following steady-

state probabilities:

p0 � (39)

pj � 	
(sr

j

)

!

jp0
	 ( j � 1, 2, . . . , s) (39.1)

pj � 	
(

s

s

!

r

s

)
j

j

�

p
s

0
	 ( j � s, s � 1, s � 2, . . .) (39.2)

If r � 1, no steady state exists. In other words, if the arrival rate is at least as large as the
maximum possible service rate (l � sm), the system “blows up.”

From (39.2) it can be shown that the steady-state probability that all servers are busy
is given by

P( j � s) � 	
s!

(

(

s

1

r)

�

sp0

r)
	 (40)

1
			

�
i�(s�1)

i�0

	
(s

i

r

!

)i

	 � 	
s!(

(

1

sr

�

)s

r)
	

m � m � 
 
 


jm’s

sµ

0 1 2 s

µ 2µ

s  +  1

F I G U R E  16
Rate Diagram for

M/M/s/GD/∞/∞
Queuing System
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Table 6 tabulates P( j � s) for a variety of situations. It can also be shown that

Lq � 	
P(

1
j
�

�

r

s)r
	 (41)

Then (28) yields

Wq � 	
L

l

q
	 � 	

P
s
(
m

j
�

�

l

s)
	 (42)

To determine L (and then W), we use the fact that L � Lq � Ls. Since Ws � 	
m
1

	, Equation
(30) shows that Ls � 	

m
l

	. Then

L � Lq � 	
m

l
	 (43)

Also,

W � 	
L
l

	

� 	
L

l

q
	 � 	

m

1
	

(44)
� Wq � 	

m

1
	

�	
P
s
(
m

j
�

�

l

s)
	 � 	

m

1
	

When we need to determine L, Lq, W, or Wq, we begin by looking up P( j � s) in Table
6. Then we use (41)–(44) to calculate the quantity we want. If we are interested in the
steady-state probability distribution, we find P( j � s) in Table 6 and then use (40) to ob-
tain p0. Then (39.1) and (39.2) yield the entire steady-state distribution. The following
two examples illustrate the use of the preceding formulas.

TA B L E  6
P ( j � s) for the M/M/s/GD/∞/∞ Queuing System

r s � 2 s � 3 s � 4 s � 5 s � 6 s � 7

.10 .02 .00 .00 .00 .00 .00

.20 .07 .02 .00 .00 .00 .00

.30 .14 .07 .04 .02 .01 .00

.40 .23 .14 .09 .06 .04 .03

.50 .33 .24 .17 .13 .10 .08

.55 .39 .29 .23 .18 .14 .11

.60 .45 .35 .29 .24 .20 .17

.65 .51 .42 .35 .30 .26 .21

.70 .57 .51 .43 .38 .34 .30

.75 .64 .57 .51 .46 .42 .39

.80 .71 .65 .60 .55 .52 .49

.85 .78 .73 .69 .65 .62 .60

.90 .85 .83 .79 .76 .74 .72

.95 .92 .91 .89 .88 .87 .85
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E X A M P L E  9

Consider a bank with two tellers. An average of 80 customers per hour arrive at the bank
and wait in a single line for an idle teller. The average time it takes to serve a customer is
1.2 minutes. Assume that interarrival times and service times are exponential. Determine

1 The expected number of customers present in the bank

2 The expected length of time a customer spends in the bank

3 The fraction of time that a particular teller is idle

Solution 1 We have an M/M/2/GD/∞/∞ system with l � 80 customers per hour and m � 50 cus-
tomers per hour. Thus r � 	

2(
8
5
0
0)
	 � 0.80  1, so a steady state does exist. (For l � 100,

no steady state would exist.) From Table 6, P( j � 2) � .71. Then (41) yields

Lq � 	
1

.80

�

(.7

.8

1

0

)
	 � 2.84 customers

and from (43), L � 2.84 � 	
8
5
0
0
	 � 4.44 customers.

2 Since W � 	
L
l

	, W � 	
4
8
.4
0
4

	 � 0.055 hour � 3.3 minutes.

3 To determine the fraction of time that a particular server is idle, note that he or she is
idle during the entire time that j � 0 and half the time (by symmetry) that j � 1. The
probability that a server is idle is given by p0 � 0.5p1. Using the fact that P( j � 2) �
.71, we obtain p0 from (40):

p0 � 	
s!P( j �

(sr

s
)
)
2
(1 � r)
	 � 	

2!(.71

(

)

1

(

.

1

6)

�
2

.80)
	 � .11

Now (39.1) yields

p1 � 	
(1.6

1
)
!

1p0	 � .176

Thus, the probability that a particular teller is idle is p0 � 0.5p1 � .11 � 0.5(.176) �
.198. We could have determined p0 directly from (39):

p0 � � 	
1 � 1.

1

6 � 6.4
	 � 	

1

9
	

This is consistent with our computation of p0 � .11.

E X A M P L E  1 0

The manager of a bank must determine how many tellers should work on Fridays. For
every minute a customer stands in line, the manager believes that a delay cost of 5¢ is in-
curred. An average of 2 customers per minute arrive at the bank. On the average, it takes
a teller 2 minutes to complete a customer’s transaction. It cost the bank $9 per hour to
hire a teller. Interarrival times and service times are exponential. To minimize the sum of
service costs and delay costs, how many tellers should the bank have working on Fridays?

Solution Since l � 2 customers per minute and m � 0.5 customer per minute, 	
s
l
m
	  1 requires

that 	
4
s

	  1 or s � 5. Thus, there must be at least 5 tellers, or the number of customers
present will “blow up.” We now compute, for s � 5, 6, . . . ,

�
expected delay cost
			

Expected service cost
			

Bank Staffing

1
				

Bank Tellers
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Since each teller is paid 	
6
9
0
	 � 15¢ per minute,

� 0.15s

As in Example 4,

� � � � �
But

� 0.05Wq

Since an average of 2 customers arrive per minute,

� 2(0.05Wq) � 0.10Wq

For s � 5, r � 	
.5

2
(5)
	 � .80 and P( j � 5) � .55. From (42),

Wq � 	
5(.5

.5
)
5
� 2
	 � 1.1 minutes

Thus, for s � 5,

� 0.10(1.1) � 11¢

and, for s � 5,

� 0.15(5) � 0.11 � 86¢

Since s � 6 has a service cost per minute of 6(0.15) � 90¢, 6 tellers cannot have a lower
total cost than 5 tellers. Hence, having 5 tellers serve is optimal. Putting it another way,
adding an additional teller can save the bank at most 11¢ per minute in delay costs. Since
an additional teller cost 15¢ per minute, it cannot be optimal to hire more than 5 tellers.

In addition to a customer’s expected time in the system, the distribution of a customer’s
waiting time is of interest. For example, if all customers who have to wait more than 5
minutes at a supermarket checkout counter decide to switch to another store, the proba-
bility that a given customer will switch to another store equals P(W � 5). To determine
this probability, we need to know the distribution of a customer’s waiting time. For an
M/M/s/FCFS/∞/∞ queuing system, it can be shown that

P(W � t) � e�mt �1 � P( j � s) �†
(45)

P(Wq � t) � P( j � s) exp [�sm(1 � r)t] (46)

To illustrate the use of (45) and (46), suppose that in Example 7 (for s � 5), the bank
manager wants to know the probability that a customer will have to wait in line for more
than 10 minutes. For s � 5, r � .80, P( j � 5) � .55, and m � 0.5 customer per minute.
(46) yields

P(Wq � 10) � .55 exp [�5(0.5)(1 � .80)(10)] � .55 e�5 � .004

1 � exp [�mt(s � 1 � sr)]
				

s � 1 � sr

Total expected cost
			

Expected delay cost
			

Expected delay cost
			

Expected delay cost
			

expected delay cost
			

expected customers
			

Expected delay cost
			

Expected service cost
			

†If s � 1 � sr, then P(W � t) � e�mt(1 � P( j � s)mt).
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Thus, the bank manager can be sure that the chance of a customer’s having to wait more
than 10 minutes is quite small.

A Spreadsheet for the M/M/s/GD/∞/∞ Queuing System

Figure 17 (file Multiple.xls) gives a template that can be used to compute the important
quantities for the M/M/s/GD/∞/∞ queuing system. In cell B2 we input l, in cell C2 we
input m, and in cell D2 we input s. In cell B6, we compute P( j � s). In row 4, the quan-
tities L, Ls, Lq, W, Ws, and Wq are computed. In A8, we compute P(Wq � t) for the value
of t input in cell B8. In cell C8, we compute P(W � t) for the value of t input in cell B8.
Steady-state probabilities are computed in column E (we are assuming that there is a small
probability that more than 1,000 customers are present). In Figure 17, we have input data
for Example 10 (with 5 servers).

Having a spreadsheet to compute quantities of interest for the M/M/s system enables
us to use spreadsheet techniques such as Data Tables and Goal Seek to answer questions
of interest. For example, reconsider Example 10. To determine the number of servers that
minimizes expected cost per minute, we would like to vary the number of servers (start-
ing with 5) and compute expected cost per minute for different numbers of servers. This
is easily done with a one-way data table. (See Figure 18.)

Step 1 Enter the possible number of servers (5–8) in cells J5:J8.

Step 2 Enter the formula for expected cost per minute one column over to the right and
one row above where the possible number of servers are listed. This is in cell K4.

�0.15*D2�B2*G4*0.05

Step 3 Highlight the table range. This includes the inputs, the calculated formula, and
the range where values of the calculated formula are placed. In our example, the table
range is J4:K8.

Step 4 Select Data Table and choose One-Way Table (because we are changing only one
input, the number of servers).

Step 5 Fill in the dialog box as shown in Figure 19. This instructs Excel to repeatedly
place the input values in the left-hand column of the table range in cell D2 (number of
servers) and recalculate our formula (expected cost per minute, which is entered in cell
K4). We then obtain the expected cost per minute for 5–8 servers. As before, we find that
5 servers yield the lowest expected cost per minute.

As another example of how we can use powerful spreadsheet tools to answer important
queuing questions, suppose we want to know (for 5 servers) the 90th percentile of a cus-
tomer’s time in the system. That is, we wish to know the value of t that makes P(W � t)
equal to .10. This may easily be determined with the Excel Goal Seek feature. Goal Seek
enables us to find what value of one cell (the changing cell) causes a formula in another
cell (the set cell) to assume a desired value (called the to value).

To use Goal Seek to find the 90th percentile of a customer’s time in the system, we se-
lect Tools Goal Seek and fill in the dialog box as shown in Figure 20. This dialog box
finds the value for t in B8 that makes P(W � t) (computed in C8) equal to .1. We find
that with 5 servers, 10% of all customers will spend at least 6.7 minutes in the bank. See
Figure 21.

We note that the precision of Goal Seek may be improved by selecting Tools Options
Calculation and setting Maximum Change to a smaller number than the default value of
.001. For example, a Maximum Change of .000001 ensures that upon completion of the
Goal Seek operation, P(W � q) will be within .000001 of .10.

Multiple.xls
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51

A B C D E F G H
M/M/s/GD LAMBDA? MU? s? RO

2 0.5 5 0.8
L LS LQ W WS WQ

6.21645022 4 2.21645022 3.10822511 1.999999999 1.108225109
STATE P(j>=s)

1 0.55411255
P(Wq>t) t? P(W>t)

0.019390014 6.70521931 0.10000006

STATE LAMBDA(J) MU(J) CJ PROB #IN QUEUE COLA*COLE COLE*COLF
0 2 0 1 0.01298701 0 0 0
1 2 0.5 4 0.05194805 0 0.051948052 0
2 2 1 8 0.1038961 0 0.207792208 0
3 2 1.5 10.6666667 0.13852814 0 0.415584416 0
4 2 2 10.6666667 0.13852814 0 0.554112554 0
5 2 2.5 8.53333333 0.11082251 0 0.554112554 0
6 2 2.5 6.82666667 0.08865801 1 0.531948052 0.08865801
7 2 2.5 5.46133333 0.07092641 2 0.496484848 0.14185281
8 2 2.5 4.36906667 0.05674113 3 0.453929004 0.17022338
9 2 2.5 3.49525333 0.0453929 4 0.408536104 0.1815716

10 2 2.5 2.79620267 0.03631432 5 0.363143203 0.1815716
11 2 2.5 2.23696213 0.02905146 6 0.319566019 0.17430874
12 2 2.5 1.78956971 0.02324117 7 0.27889398 0.16268816
13 2 2.5 1.43165577 0.01859293 8 0.241708116 0.14874346
14 2 2.5 1.14532461 0.01487435 9 0.208240839 0.13386911
15 2 2.5 0.91625969 0.01189948 10 0.178492147 0.11899476
16 2 2.5 0.73300775 0.00951958 11 0.152313299 0.10471539
17 2 2.5 0.5864062 0.00761566 12 0.129466304 0.09138798
18 2 2.5 0.46912496 0.00609253 13 0.109665575 0.07920292
19 2 2.5 0.37529997 0.00487403 14 0.092606486 0.06823636
20 2 2.5 0.30023998 0.00389922 15 0.077984409 0.05848831
21 2 2.5 0.24019198 0.00311938 16 0.065506904 0.04991002
22 2 2.5 0.19215358 0.0024955 17 0.054901024 0.04242352
23 2 2.5 0.15372287 0.0019964 18 0.04591722 0.03593522
24 2 2.5 0.12297829 0.00159712 19 0.038330897 0.03034529
25 2 2.5 0.09838264 0.0012777 20 0.031942414 0.02555393
26 2 2.5 0.07870611 0.00102216 21 0.026576088 0.0214653
27 2 2.5 0.06296489 0.00081773 22 0.022078597 0.01798997
28 2 2.5 0.05037191 0.00065418 23 0.018317058 0.01504615
29 2 2.5 0.04029753 0.00052334 24 0.015176991 0.01256027
30 2 2.5 0.03223802 0.00041868 25 0.012560268 0.01046689
31 2 2.5 0.02579042 0.00033494 26 0.010383155 0.00870845
32 2 2.5 0.02063233 0.00026795 27 0.008574476 0.00723471
33 2 2.5 0.01650587 0.00021436 28 0.007073943 0.00600213
34 2 2.5 0.01320469 0.00017149 29 0.005830644 0.0049732
35 2 2.5 0.01056376 0.00013719 30 0.004801707 0.00411575
36 2 2.5 0.008451 0.00010975 31 0.003951119 0.00340235
37 2 2.5 0.0067608 8.7803E-05 32 0.003248698 0.00280968
38 2 2.5 0.00540864 7.0242E-05 33 0.0026692 0.00231799  

 

F I G U R E  17
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Using LINGO for M/M/s/GD/∞/∞ Computations

The LINGO function @PEB( ) yields the probability that all servers are busy (P( j �
s)) for an M/M/s/GD/∞/∞ system. The @PEB function has two arguments: the first is the
value of l/m and the second is the number of servers. Thus, for Example 9, @PEB
(80/50,2) � .711111 yields P( j � 2).

The @PEB function can be used to solve queuing optimization problems with LINGO.
For instance, to determine the cost-minimizing number of servers in Example 10, we
would input the following problem into LINGO:

MODEL:
1) MIN=.10*@PEB(4,S)/(.5*S-2) + .15*S;
2) S>5;
END

In line 1 .10*@PEB(4,S)/(.5*S�2) is the expected cost per minute due to customers wait-
ing in line, while .15*S is the per-minute service cost. Line 2 follows, because we need
at least 5 servers for a steady state to exist. LINGO outputs S � 5 with an objective func-
tion value of .860823 (this is expected cost per minute).

2
3
4
5
6
7
8

J K

Servers 0.86082251
5 0.86082251
6 0.92847608
7 1.05900734
8 1.2029522  F I G U R E  18

 

7
8

A B C
P(Wq>t) t? P(W>t)

0.019390014 6.70521931 0.10000006  

F I G U R E  19

F I G U R E  20

F I G U R E  21
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P R O B L E M S
Group A

1 A supermarket is trying to decide how many cash
registers to keep open. Suppose an average of 18 customers
arrive each hour, and the average checkout time for a
customer is 4 minutes. Interarrival times and service times
are exponential, and the system may be modeled as an
M/M/s/GD/∞/∞ queuing system. It costs $20 per hour to
operate a cash register, and a cost of 25¢ is assessed for
each minute the customer spends in the cash register area.
How many registers should the store open?

2 A small bank is trying to determine how many tellers to
employ. The total cost of employing a teller is $100 per day,
and a teller can serve an average of 60 customers per day.
An average of 50 customers per day arrive at the bank, and
both service times and interarrival times are exponential. If
the delay cost per customer-day is $100, how many tellers
should the bank hire?

3 In this problem, all interarrival and service times are
exponential.

a At present, the finance department and the market-
ing department each have one typist. Each typist can
type 25 letters per day. Finance requires that an average
of 20 letters per day be typed, and marketing requires
that an average of 15 letters per day be typed. For each
department, determine the average length of time elaps-
ing between a request for a letter and completion of the
letter.
b Suppose that the two typists were grouped into a
typing pool; that is, each typist would be available to
type letters for either department. For this arrangement,
calculate the average length of time between a request
for a letter and completion of the letter.
c Comment on the results of parts (a) and (b).
d Under the pooled arrangement, what is the proba-
bility that more than .200 day will elapse between a re-
quest for a letter and completion of the letter?

4 MacBurger’s is attempting to determine how many
servers (or lines) should be available during the breakfast
shift. During each hour, an average of 100 customers arrive
at the restaurant. Each line or server can handle an average
of 50 customers per hour. A server costs $5 per hour, and
the cost of a customer waiting in line for 1 hour is $20.
Assuming that an M/M/s/GD/∞/∞ model is applicable,
determine the number of lines that minimizes the sum of
delay and service costs.

5 An average of 100 customers arrive each hour at the
Gotham City Bank. The average service time for each
customer is 1 minute. Service times and interarrival times
are exponential. The manager wants to ensure that no more
than 1% of all customers will have to wait in line for more
than 5 minutes. If the bank follows the policy of having all
customers join a single line, how many tellers must the bank
hire?

6 An average of 90 patrons per hour arrive at a hotel lobby
(interarrival times are exponential), waiting to check in. At

present, there are 5 clerks, and patrons are waiting in a single
line for the first available clerk. The average time for a clerk
to service a patron is 3 minutes (exponentially distributed).
Clerks earn $10 per hour, and the hotel assesses a waiting
time cost of $20 for each hour that a patron waits in line.

a Compute the expected cost per hour of the current
system.
b The hotel is considering replacing one clerk with an
Automatic Clerk Machine (ACM). Management esti-
mates that 20% of all patrons will use an ACM. An
ACM takes an average of 1 minute to service a patron.
It costs $48 per day (1 day � 8 hours) to operate an
ACM. Should the hotel install the ACM? Assume that
all customers who are willing to use the ACM wait in a
single queue.

7 An average of 50 customers per hour arrive at a small
post office. Interarrival times are exponentially distributed.
Each window can serve an average of 25 customers per
hour. Service times are exponentially distributed. It costs
$25 per hour to open a window, and the post office values
the time a customer spends waiting in line at $15 per
customer-hour. To minimize expected hourly costs, how
many postal windows should be opened?

8 An average of 300 customers per hour arrive at a huge
branch of bank 2. It takes an average of 2 minutes to serve
each customer. It costs $10 per hour to keep open a teller
window, and the bank estimates that it will lose $50 in
future profits for each hour that a customer waits in line.
How many teller windows should bank 2 open?

9 An average of 40 students per hour arrive at the MBA
computing lab. The average student uses a computer for 20
minutes. Assume exponential interarrival and service times.

a If we want the average time a student waits for a PC
to be at most 10 minutes, how many computers should
the lab have?
b If we want 95% of all students to spend 5 minutes
or less waiting for a PC, how many PCs should the lab
have?

10 A data storage system consists of 3 disk drives sharing
a common queue. An average of 50 storage requests arrive
per second. The average time required to service a request
is .03 second. Assuming that interarrival times and service
times are exponential, determine:

a The probability that a given disk drive is busy
b The probability that no disk drives are busy
c The probability that a job will have to wait
d The average number of jobs present in the storage
system

11 A Northwest Airlines ticket counter forecasts that 200
people per hour will need to check in. It takes an average of
two minutes to service a customer. Assume that interarrival
times and service times are exponential and that all
customers wait in a single line for the first available agent.
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a If we want the average time a customer spends in
line and in service to be 30 minutes or less, how many
ticket agents should be on duty?
b If we want 95% of all customers to wait 45 minutes
or less in line, how many ticket agents should be on
duty?

Group B

12 An average of 100 customers per hour arrive at Gotham
City Bank. It takes a teller an average of 2 minutes to serve
a customer. Interarrival and service times are exponential.
The bank currently has four tellers working. The bank
manager wants to compare the following two systems with
regard to average number of customers present in the bank
and the probability that a customer will spend more than 8
minutes in the bank:

System 1 Each teller has her own line, and no jockeying
between lines is permitted.
System 2 All customers wait in a single line for the first
available teller.
If you were the bank manager, which system would you
prefer?

13 A muffler shop has three mechanics. Each mechanic
takes an average of 45 minutes to install a new muffler.

Suppose an average of 1 customer per hour arrives. What is
the expected number of mechanics that are busy at any
given time? Answer this question without assuming that
service times and interarrival times are exponential.

14 Consider the following two queuing systems:

System 1 An M/M/1 system with arrival rate l and service
rate 3m.
System 2 An M/M/3 system with arrival rate l and each
server working at rate m.
Without doing extensive calculations, which system will
have the smaller W and L? (Hint: Write down the birth–death
parameters for each system. Then determine which system
is more efficient.)

15 (Requires the use of a spreadsheet or LINGO) The
Carco plant in Bedford produces windshield wipers for
Fords. In a given day, each machine in the plant can produce
1,000 wipers. The plant operates 250 days per year, and
Ford will need 3 million wipers per year. It costs $50,000
per year to operate a machine. For each day that a wiper is
delayed, a cost of $100 (due to production downtime at
other plants) is incurred. How many machines should the
Ford plant have? Assume that interarrival times and service
times are exponential.

20.7 The M/G/∞/GD/∞/∞ and GI/G/∞/GD/∞/∞ Models
There are many examples of systems in which a customer never has to wait for service
to begin. In such a system, the customer’s entire stay in the system may be thought of as
his or her service time. Since a customer never has to wait for service, there is, in essence,
a server available for each arrival, and we may think of such a system as an infinite-server
(or self-service) system. Two examples of an infinite-server system are given in Table 7.

Using the Kendall–Lee notation, an infinite-server system in which interarrival and ser-
vice times may follow arbitrary probability distributions may be written as
GI/G/∞/GD/∞/∞ queuing system. Such a system operates as follows:

1 Interarrival times are iid with common distribution A. Define E(A) � 	
l
1

	. Thus, l is
the arrival rate.

2 When a customer arrives, he or she immediately enters service. Each customer’s time
in the system is governed by a distribution S having E(S) � 	

m
1

	.

TA B L E  7
Examples of Infinite-Server Queuing Systems

Service Time
Situation Arrival (time in system) State of System

Industry Firm enters Time until firm leaves Number of firms in
industry industry industry

College program Student enters Time student remains Number of students
program in program in program
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Let L be the expected number of customers in the system in the steady state, and W
be the expected time that a customer spends in the system. By definition, W � 	

m
1

	. Then
Equation (30) implies that

L � 	
m

l
	 (47)

Equation (47) does not require any assumptions of exponentiality. If interarrival times are
exponential, it can be shown (even for an arbitrary service time distribution) that the
steady-state probability that j customers are present (call it pj) follows a Poisson distri-
bution with mean 	

m
l

	. This implies that

pj �

The following example is a typical application of a GI/G/∞/GD/∞/∞ system.

E X A M P L E  1 1

During each year, an average of 3 ice cream shops open up in Smalltown. The average
time that an ice cream shop stays in business is 10 years. On January 1, 2525, what is the
average number of ice cream shops that you would find in Smalltown? If the time between
the opening of ice cream shops is exponential, what is the probability that on January 1,
2525, there will be 25 ice cream shops in Smalltown?

Solution We are given that l � 3 shops per year and 	
m
1

	 � 10 years per shop. Assuming that the
steady state has been reached, there will be an average of L � l(	

m
1

	) � 3(10) � 30 shops
in Smalltown. If interarrivals of ice cream shops are exponential, then

p25 � 	
(30)

2

2

5

5e

!

�30

	 � .05

Of course, we could also compute the probability that there are 25 ice cream shops with
the Excel formula

�POISSON(30,25,0)

This yields .045.

P R O B L E M S
Group A

Smalltown Ice Cream Shops

(	
m
l

	) j e�l/m

		
j!

1 Each week, the Columbus Record Club attracts 100 new
members. Members remain members for an average of one
year (1 year � 52 weeks). On the average, how many
members will the record club have?

2 The State U doctoral program in business admits an
average of 25 doctoral students each year. If a doctoral
student spends an average of 4 years in residence at State
U, how many doctoral students would one expect to find
there?

3 There are at present 40 solar energy construction firms
in the state of Indiana. An average of 20 solar energy

construction firms open each year in the state. The average
firm stays in business for 10 years. If present trends continue,
what is the expected number of solar energy construction
firms that will be found in Indiana? If the time between the
entries of firms into the industry is exponentially distributed,
what is the probability that (in the steady state) there will
be more than 300 solar energy firms in business? (Hint: For
large l, the Poisson distribution can be approximated by a
normal distribution.)
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20.8 The M/G/1/GD/∞/∞ Queuing System
In this section, we consider a single-server queuing system in which interarrival times are
exponential, but the service time distribution (S) need not be exponential. Let l be the ar-
rival rate (assumed to be measured in arrivals per hour). Also define 	

m
1

	 � E(S) and s 2 �
var S.

In Kendall’s notation, such a queuing system is described as an M/G/1/GD/∞/∞ queu-
ing system. An M/G/1/GD/∞/∞ system is not a birth–death process, because the proba-
bility that a service completion occurs between t and t � �t when the state of the system
at time t is j depends on the length of time since the last service completion (because ser-
vice times no longer have the no-memory property). Thus, we cannot write the probabil-
ity of a service completion between t and t � �t in the form m�t, and a birth–death model
is not appropriate.

Determination of the steady-state probabilities for an M/G/1/GD/∞/∞ queuing system
is a difficult matter. Since the birth–death steady-state equations are no longer valid, a dif-
ferent approach must be taken. Markov chain theory is used to determine pi�, the proba-
bility that after the system has operated for a long time, i customers will be present at the
instant immediately after a service completion occurs (see Problem 5 at the end of this
section). It can be shown that pi� � pi, where pi is the fraction of the time after the sys-
tem has operated for a long time that i customers are present (see Kleinrock (1975)).

Fortunately, however, utilizing the results of Pollaczek and Khinchin, we may deter-
mine Lq, L, Ls, Wq, W, and Ws. Pollaczek and Khinchin showed that for the M/G/1/GD/∞/∞
queuing system,

Lq � 	
l

2

2

(

s

1

2

�

�

r

r

)

2

	 (48)

where r � 	
m
l

	. Since Ws � 	
m
1

	, (30) implies that Ls � l(	
m
1

	) � r. Since L � Ls � Lq, we
obtain

L � Lq � r (49)

Then (29) and (28) imply that

Wq � 	
L

l

q
	 (50)

W � Wq � 	
m

1
	 (51)

It can also be shown that p0, the fraction of the time that the server is idle, is 1 � r. (See
Problem 2 at the end of this section.) This result is similar to the one for the M/M/1/GD/∞/∞
system.

To illustrate the use of (48)–(51), consider an M/M/1/GD/∞/∞ system with l � 5 cus-
tomers per hour and m � 8 customers per hour. From our study of the M/M/1/GD/∞/∞
model, we know that

L � 	
m �

l

l
	 � 	

8 �

5
5

	 � 	
5
3

	 customers

Lq � L � r � 	
5
3

	 � 	
5
8

	 � 	
2
2
5
4
	 customers

W � 	
L
l

	 � � 	
1
3

	 hour
	
5
3

	
	
5
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Wq � 	
L

l

q
	 � � 	

2
5
4
	 hour

From (3) and (4), we know that E(S) � 	
1
8

	 hour and var S � 	
6
1
4
	 hour2. Then (48) yields

Lq � � 	
2
2
5
4
	 customers

L � Lq � r � 	
2
2
5
4
	 � 	

5
8

	 � 	
4
2
0
4
	 � 	

5
3

	 customers

Wq � 	
L

l

q
	 � � 	

2
5
4
	 hour

W � 	
L
l

	 � � 	
1
3

	 hour

To demonstrate how the variance of the service time can significantly affect the efficiency
of a queuing system, we consider an M/D/1/GD/∞/∞ queuing system having l and m iden-
tical to the M/M/1/GD/∞/∞ system that we have just analyzed. For this M/D/1/GD/∞/∞
model, E(S) � 	

1
8

	 hour and var S � 0. Then

Lq � � 	
2
4
5
8
	 customer

Wq � 	
L

l

q
	 � � 	

4
5
8
	 hour

In this M/D/1/GD/∞/∞ system, a typical customer will spend only half as much time in
line as in an M/M/1/GD/∞/∞ queuing system with identical arrival and service rates. As
this example shows, even if mean service times are not decreased, a decrease in the vari-
ability of service times can substantially reduce queue size and customer waiting time.

P R O B L E M S
Group A

	
2
4
5
8
	

	

�	
5
8

	�
2

		

2 �1 � 	
5
8

	�

	
5
3

	
	
5

	
2
2
5
4
	

	

	
(
6
5
4
)2

	 � �	
5
8

	�
2

		

2 �1 � 	
5
8

	�

	
2
2
5
4
	

	

1 An average of 20 cars per hour arrive at the drive-in
window of a fast-food restaurant. If each car’s service time
is 2 minutes, how many cars (on the average) will be waiting
in line? Assume exponential interarrival times.

2 Using the fact that Ls � 	
m
l

	, demonstrate that for an
M/G/1/GD/∞/∞ queuing system, the probability that the
server is busy is r � 	

m
l

	.

3 An average of 40 cars per hour arrive to be painted at a
single-server GM painting facility. 95% of the cars require
1 minute to paint; 5% must be painted twice and require 2.5
minutes to paint. Assume that interarrival times are
exponential.

a On the average, how long does a car wait before be-
ing painted?
b If cars never had to be repainted, how would your
answer to part (a) change?

Group B

4 Consider an M/G/1/GD/∞/∞ queuing system in which an
average of 10 arrivals occur each hour. Suppose that each
customer’s service time follows an Erlang distribution, with
rate parameter 1 customer per minute and shape parameter 4.

a Find the expected number of customers waiting in
line.
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b Find the expected time that a customer will spend in
the system.
c What fraction of the time will the server be idle?

5 Consider an M/G/1/GD/∞/∞ queuing system in which
interarrival times are exponentially distributed with
parameter l and service times have a probability density
function s(t). Let Xi be the number of customers present an
instant after the ith customer completes service.

a Explain why X1, X2, . . . , Xk, . . . is a Markov chain.
b Explain why Pij � P(Xk�1 � j|Xk � i) is zero for 
j  i � 1.
c Explain why for i � 0, Pi,i�1 � (probability that no
arrival occurs during a service time); Pii � (probability
that one arrival occurs during a service time); and for j

� i, Pij � (probability that j � i � 1 arrivals occur dur-
ing a service time).
d Explain why, for j � i � 1 and i � 0,

Pij � �∞

0
dx

Hint: The probability that a service time is between x and 
x � �x is �xs(x). Given that the service time equals x, the
probability that j � i � 1 arrivals will occur during the
service time is

	
e
(

�

j

l

�

x(l
i
x)
�

j�

1

i�

)!

1

	

s(x)e�lx(lx) j�i�1

			

20.9 Finite Source Models: The Machine Repair Model
With the exception of the M/M/1/GD/c/∞ model, all the models we have studied have dis-
played arrival rates that were independent of the state of the system. As discussed previ-
ously, there are two situations where the assumption of the state-independent arrival rates
may be invalid:

1 If customers do not want to buck long lines, the arrival rate may be a decreasing func-
tion of the number of people present in the queuing system. For an illustration of this sit-
uation, see Problems 4 and 5 at the end of this section.

2 If arrivals to a system are drawn from a small population, the arrival rate may greatly
depend on the state of the system. For example, if a bank has only 10 depositors, then at
an instant when all depositors are in the bank, the arrival rate must be zero, while if fewer
than 10 people are in bank, the arrival rate will be positive.

Models in which arrivals are drawn from a small population are called finite source mod-
els. We now analyze an important finite source model known as the machine repair (or
machine interference) model.

In the machine repair problem, the system consists of K machines and R repair peo-
ple. At any instant in time, a particular machine is in either good or bad condition. The
length of time that a machine remains in good condition follows an exponential distribu-
tion with rate l. Whenever a machine breaks down, the machine is sent to a repair cen-
ter consisting of R repair people. The repair center services the broken machines as if they
were arriving at an M/M/R/GD/∞/∞ system.

Thus, if j � R machines are in bad condition, a machine that has just broken will im-
mediately be assigned for repair; if j � R machines are broken, j � R machines will be wait-
ing in a single line for a repair worker to become idle. The time it takes to complete repairs
on a broken machine is assumed exponential with rate m (or mean repair time is 	

m
1

	). Once
a machine is repaired, it returns to good condition and is again susceptible to breakdown.
The machine repair model may be modeled as a birth–death process, where the state j at
any time is the number of machines in bad condition. Using the Kendall–Lee notation, the
model just described may be expressed as an M/M/R/GD/K/K model. The first K indicates
that at any time, no more than K customers (or machines) may be present, and the second
K indicates that arrivals are drawn from a finite source of size K.

Table 8 exhibits the interpretation of each state for a machine repair model having 
K � 5 and R � 2 (G � machine in good condition; B � broken machine). To find the
birth–death parameters for the machine repair model (see Figure 22), note that a birth cor-



1100 C H A P T E R 2 0 Queuing Theory

responds to a machine breaking down and a death corresponds to a machine having just
been repaired. To figure out the birth rate in state j, we must determine the rate at which
machines break down when the state of the system is j. When the state is j, there are 
K � j machines in good condition. Since each machine breaks down at rate l, the total
rate at which breakdowns occur when the state is j is

lj � � (K � j)l

To determine the death rate for the machine repair model, we proceed as we did in our
discussion of the M/M/s/GD/∞/∞ queuing model. When the state is j, min ( j, R) repair
people will be busy. Since each occupied repair worker completes repairs at rate m, the
death rate mj is given by

mj � jm ( j � 0, 1, . . . , R)

mj � Rm ( j � R � 1, R � 2, . . . , K)

If we define r � 	
m
l

	, an application of (16)–(18) yields the following steady-state proba-
bility distribution:

pj � � � r jp0 ( j � 0, 1, . . . , R)

(52)

pj � � �r j j!p0 ( j � R � 1, R � 2, . . . , K)

R!R j�R

In (52),

� � � 	
j!(K

K
�

!
j)!

	
K

j

K

j

K

j

l � l � 
 
 
 �l

(K � j)l’s

TA B L E  8
Possible States in a Machine Repair Problem When K � 5 and R � 2

No. of Good No. of Repair
State Machines Repair Queue Workers Busy

0 G G G G G 0
1 G G G G 1
2 G G G 2
3 G G B 2
4 G B B 2
5 B B B 2

0

State is
number of
machines
in bad
condition

5

1 2 3 4 5

4 3 2

µ 2 µ 2 µ 2 µ 2 µ

F I G U R E  22
Rate Diagram for

M/M/R/GD/K/K Queuing
System When R � 2, 

K � 5
�
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where 0! � 1, and for n � 1, n! � n(n � 1) 
 
 
 (2)(1). To use (52), begin by finding p0

from the fact that p0 � p1 � 
 
 
 � pk � 1. Using the steady-state probabilities in (52),
we can determine the following quantities of interest:

L � expected number of broken machines

Lq � expected number of machines waiting for service

W � average time a machine spends broken (down time)

Wq � average time a machine spends waiting for service

Unfortunately, there are no simple formulas for L, Lq, W, and Wq. The best we can do is
to express these quantities in terms of the pj’s:

L � �
j�K

j�0

jpj (53)

Lq � �
j�K

j�R

( j � R)pj (54)

We can now use (28) and (29) to obtain W and Wq. Since the arrival rate is state-
dependent, the average number of arrivals per unit time is given by l�, where

l� � �
j�K

j�0

pjlj � �
j�K

j�0

l(K � j)pj � l(K � L) (55)

If (28) is applied to the machines being repaired and to those machines awaiting repairs,
we obtain

W � 	
L
l�

	 (56)

Applying (29) to the machines awaiting repair, we obtain

Wq � 	
L

l�
q
	 (57)

The following example illustrates the use of these formulas.

E X A M P L E  1 2

The Gotham Township Police Department has 5 patrol cars. A patrol car breaks down and
requires service once every 30 days. The police department has two repair workers, each
of whom takes an average of 3 days to repair a car. Breakdown times and repair times are
exponential.

1 Determine the average number of police cars in good condition.

2 Find the average down time for a police car that needs repairs.

3 Find the fraction of the time a particular repair worker is idle.

Solution This is a machine repair problem with K � 5, R � 2, l � 	
3
1
0
	 car per day, and m � 	

1
3

	 car
per day. Then

r � � 	
1
1
0
		

	
1
3

	

Patrol Cars

	
3

1

0
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From (52),

p1 � � � �	
1
1
0
	� p0 � .5p0

p2 � � � �	
1
1
0
	�

2

p0 � .1p0

p3 � � � �	
1
1
0
	�

3

	
2
3
!
!
2
	 p0 � .015p0 (58)

p4 � � � �	
1
1
0
	�

4

	
2!

4
(2
!
)2	 p0 � .0015p0

p5 � � � �	
1
1
0
	�

5

	
2!

5
(2
!
)3	 p0 � .000075p0

Then p0(1 � .5 � .1 � .015 � .0015 � .000075) � 1, or p0 � .619. Now (58) yields
p1 � .310, p2 � .062, p3 � .009, p4 � .001, and p5 � 0.

1 The expected number of cars in good condition is K � L, which is given by

K � �
j�5

j�0

jpj � 5 � [0(.619) � 1(.310) � 2(.062) � 3(.009) � 4(.001) � 5(0)]

� 5 � .465 � 4.535 cars in good condition

2 We seek W � 	
L
l�

	. From (55),

l� � �
j�5

j�0

l(5 � j)pj � 	
3
1
0
	 (5p0 � 4p1 � 3p2 � 2p3 � p4 � 0p5)

� 	
3
1
0
	[5(.619) � 4(.310) � 3(.062) � 2(.009) � 1(.001) � 0(0)]

� 0.151 car per day

or

l� � l(K � L) � 	
4.

3
5
0
35
	 � 0.151 car per day

Since L � 0.465 car, we find that W � 	
0
.0
.4
1
6
5
5
1

	 � 3.08 days.

3 The fraction of the time that a particular repair worker will be idle is p0 � 0.5p1 �
.619 � .5(.310) � .774.

If there were three repair people, the fraction of the time that a particular server would
be idle would be p0 � (	

2
3

	)p1 � (	
1
3

	)p2, and for a repair staff of R people, the probability
that a particular server would be idle is given by

p0 � 	
(R �

R
1)p1	 � 	

(R �

R
2)p2	 � 
 
 
 � 	

pR

R
�1	

A Spreadsheet for the Machine Repair Problem

Figure 23 (file Machrep.xls) gives a spreadsheet template for the machine repair model.
In cell B2, we input l; in cell C2, m; in cell D2, the number of repairers; and in cell F2,

5

5

5

4

5

3

5

2

5

1

Machrep.xls
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the number of machines. In row 4, L, Lq, Ls, W, Wq, and Ws are computed. Ls equals the
expected number of machines (in the steady state) being repaired and Ws equals the ex-
pected time that a broken machine spends being repaired. In column E, the steady-state
probabilities are computed. We are assuming that K � 1,000. In Figure 23, we have in-
put the information for Example 12.

Using LINGO for Machine Repair Model Computations

The LINGO function @PFS(K*l/m,R,K) will yield L, the expected number (in the steady
state) of machines in bad condition. The FS stands for Finite Source. Thus, for Exam-
ple 12, @PFS(5*(1/30)/(1/3),2,5) will yield .465.

P R O B L E M S
Group A

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21

A B C D E F G H
MACHINE LAMBDA? MU? R? RO K?
REPAIR 0.03333333 0.33333333 3 0.1 5
MODEL L LS LQ W WS WQ

0.45494681 0.45450532 0.0004415 3.00291412 3 0.002914124

STATE LAMBDA(J) MU(J) CJ PROB #IN QUEUE   COLA*COLE COLE*COLF
0 0.16666667 0 1 0.62085236 0 0 0
1 0.13333333 0.33333333 0.5 0.31042618 0 0.310426181 0
2 0.1 0.66666667 0.1 0.06208524 0 0.124170472 0
3 0.06666667 1 0.01 0.00620852 0 0.018625571 0
4 0.03333333 1 0.00066667 0.0004139 1 0.001655606 0.0004139
5 0 1 2.2222E-05 1.3797E-05 2 6.89836E-05 2.7593E-05
6 0 1 0 0 3 0 0
7 0 1 0 0 4 0 0
8 0 1 0 0 5 0 0  F I G U R E  23

1 A laundromat has 5 washing machines. A typical
machine breaks down once every 5 days. A repairer can
repair a machine in an average of 2.5 days. Currently, three
repairers are on duty. The owner of the laundromat has the
option of replacing them with a superworker, who can repair
a machine in an average of 	

5
6

	 day. The salary of the
superworker equals the pay of the three regular employees.
Breakdown and service times are exponential. Should the
laundromat replace the three repairers with the superworker?

2 My dog just had 3 frisky puppies who jump in and out
of their whelping box. A puppy spends an average of 10
minutes (exponentially distributed) in the whelping box
before jumping out. Once out of the box, a puppy spends an
average of 15 minutes (exponentially distributed) before
jumping back into the box.

a At any given time, what is the probability that more
puppies will be out of the box than will be in the box?

b On the average, how many puppies will be in the
box?

Group B

3† Gotham City has 10,000 streetlights. City investigators
have determined that at any given time, an average of 1,000
lights are burned out. A streetlight burns out after an average
of 100 days of use. The city has hired Mafia, Inc., to replace
burned-out lamps. Mafia, Inc.’s contract states that the
company is supposed to replace a burned-out street lamp in
an average of 7 days. Do you think that Mafia, Inc. is living
up to the contract?

4 This problem illustrates balking. The Oryo Cookie Ice
Cream Shop in Dunkirk Square has three competitors. Since

†Based on Kolesar (1979).
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people don’t like to wait in long lines for ice cream, the
arrival rate to the Oryo Cookie Ice Cream Shop depends on
the number of people in the shop. More specifically, while
j � 4 customers are present in the Oryo shop, customers
arrive at a rate of (20 � 5j) customers per hour. If more than
4 people are in the Oryo shop, the arrival rate is zero. For
each customer, revenues less raw material costs are 50¢.
Each server is paid $3 per hour. A server can serve an
average of 10 customers per hour. To maximize expected
profits (revenues less raw material and labor costs), how
many servers should Oryo hire? Assume that interarrival
and service times are exponential.

5 Suppose that interarrival times to a single-server system
are exponential, but when n customers are present, there is
a probability 	

n �
n

1
	 that an arrival will balk and leave the

system before entering service. Also assume exponential
service times.

a Find the probability distribution of the number of
people present in the steady state.
b Find the expected number of people present in the
steady state. (Hint: The fact that

ex � 1 � x � 	
2
x2

!
	 � 	

3
x3

!
	 � 
 
 


may be useful.)

6 For the machine repair model, show that W �
K/l� � (1/l).

7 (Requires use of a spreadsheet or LINGO) The machine
repair model may often be used to approximate the behavior
of a computer’s CPU (central processing unit). Suppose that
20 terminals (assumed to always be busy) feed the CPU.
After the CPU responds to a user, he or she takes an average
of 80 seconds before sending another request to the CPU
(this is called the think time). The CPU takes an average of

2 seconds to respond to any request. On the average, how
long will a user have to wait before the CPU acts on his or
her request? How will your answer change if there are 30
terminals? 40 terminals? Of course, you must make
appropriate assumptions about exponentiality to answer this
question.

8 Allbest airlines has 100 planes. Planes break down an
average of twice a year and take one week to fix. Assuming
the times between breakdowns and repairs are exponential,
how many repairmen are needed to ensure that there is at
least a 95% chance that 90 or more planes are available?
(Hint: Use a one-way data table.)

9 An army has 200 tanks. Tanks need maintenance 10
times per year, and maintenance takes an average of 2 days.
The army would like to have an average of at least 180 tanks
working. How many repairmen are needed? Assume
exponential interarrival and service times. (Hint: Use a one-
way data table.)

Group C

10 Bectol, Inc. is building a dam. A total of 10 million cu
ft of dirt is needed to construct the dam. A bulldozer is used
to collect dirt for the dam. Then the dirt is moved via dumpers
to the dam site. Only one bulldozer is available, and it rents
for $100 per hour. Bectol can rent, at $40 per hour, as many
dumpers as desired. Each dumper can hold 1,000 cu ft of
dirt. It takes an average of 12 minutes for the bulldozer to
load a dumper with dirt, and each dumper an average of five
minutes to deliver the dirt to the dam and return to the
bulldozer. Making appropriate assumptions about exponen-
tiality, determine how Bectol can minimize the total expected
cost of moving the dirt needed to build the dam. (Hint: There
is a machine repair problem somewhere!)

20.10 Exponential Queues in Series and Open Queuing Networks
In the queuing models that we have studied so far, a customer’s entire service time is spent
with a single server. In many situations (such as the production of an item on an assem-
bly line), the customer’s service is not complete until the customer has been served by
more than one server (see, for example, Figure 24).

Upon entering the system in Figure 24, the arrival undergoes stage 1 service (after
waiting in line if all stage 1 servers are busy on arrival). After completing stage 1 service,
the customer waits for and undergoes stage 2 service. This process continues until the cus-
tomer completes stage k service. A system like Figure 24 is called a k-stage series (or
tandem) queuing system. A remarkable theorem due to Jackson (1957) is as follows (see
Heyman and Sobel (1984) for a proof).

T H E O R E M  4

If (1) interarrival times for a series queuing system are exponential with rate l, 
(2) service times for each stage i server are exponential, and (3) each stage has an
infinite-capacity waiting room, then interarrival times for arrivals to each stage of
the queuing system are exponential with rate l.



2 0 . 1 0 Exponential Queues in Series and Open Queuing Networks 1105

For this result to be valid, each stage must have sufficient capacity to service a stream
of arrivals that arrives at rate l; otherwise, the queue will “blow up” at the stage with in-
sufficient capacity. From our discussion of the M/M/s/GD/∞/∞ queuing system in Section
20.6, we see that each stage will have sufficient capacity to handle an arrival stream of rate
l if and only if, for j � 1, 2, . . . , k, l � sjmj. If l  sjmj, Jackson’s result implies that
stage j of the system in Figure 24 may be analyzed as an M/M/sj/GD/∞/∞ system with ex-
ponential interarrival times having rate l and exponential service times with a mean ser-
vice time of 	

m
1

j
	. The usefulness of Jackson’s result is illustrated by the following example.

E X A M P L E  1 3

The last two things that are done to a car before its manufacture is complete are installing
the engine and putting on the tires. An average of 54 cars per hour arrive requiring these
two tasks. One worker is available to install the engine and can service an average of 60
cars per hour. After the engine is installed, the car goes to the tire station and waits for its
tires to be attached. Three workers serve at the tire station. Each works on one car at a
time and can put tires on a car in an average of 3 minutes. Both interarrival times and ser-
vice times are exponential.

1 Determine the mean queue length at each work station.

2 Determine the total expected time that a car spends waiting for service.

Solution This is a series queuing system with l � 54 cars per hour, s1 � 1, m1 � 60 cars per hour,
s2 � 3, and m2 � 20 cars per hour (see Figure 25). Since l  m1 and l  3m2, neither
queue will “blow up,” and Jackson’s theorem is applicable. For stage 1 (engine), r �
	
5
6
4
0
	 � .90. Then (27) yields

Lq (for engine) � �	1
r

�

2

r
	� � 		1

(.

�

90

.

)

9

2

0
	
 � 8.1 cars

Now (32) yields

Wq (for engine) � 	
L

l

q
	 � 	

8

5

.

4

1
	 � 0.15 hour

Auto Assembly

F I G U R E  24
Exponential Queues in Series

Stage 1

Output 1 =
Input 2

Output 2 =
Input 3, etc.

s2 servers
Rate µ2

s1 servers
Rate µ1

sk servers
Rate µk

Input
rate  

Stage 2

Output

Stage k
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For stage 2 (tires), r � 	
3(

5
2
4
0)
	 � .90. Table 6 yields P( j � 3) � .83. Now (41) yields

Lq (for tires) � 	
1

.83

�

(.9

.9

0

0

)
	 � 7.47 cars

Then

Wq (for tires) � 	
L

l

q
	 � 	

7

5

.4

4

7
	 � 0.138 hour

Thus, the total expected time a car spends waiting for engine installation and tires is 
0.15 � 0.138 � 0.288 hour.

Open Queuing Networks

We now describe open queuing networks, a generalization of queues in series. As in Fig-
ure 24, assume that station j consists of sj exponential servers, each operating at rate mj.
Customers are assumed to arrive at station j from outside the queuing system at rate rj.
These interarrival times are assumed to be exponentially distributed. Once completing ser-
vice at station i, a customer joins the queue at station j with probability pij and completes
service with probability

1 � �
j�k

j�1

pij

Define lj, the rate at which customers arrive at station j (this includes arrivals at station
j from outside the system and from other stations). l1, l2, . . . , lk can be found by solv-
ing the following system of linear equations:

lj � rj � �
i�k

i�1

pijli ( j � 1, 2, . . . , k)

This follows, because a fraction pij of the li arrivals to station i will next go to station j.
Suppose simj � lj holds for all stations. Then it can be shown that the probability distribu-
tion of the number of customers present at station j and the expected number of customers
present at station j can be found by treating station j as an M/M/sj /GD/∞/∞ system with ar-
rival rate lj and service rate mj. If for some j, sjmj � lj, then no steady-state distribution of

=  54 cars/hour Stage 1 Stage 2

Cars wait
to have engine

installed

Cars wait
to have tires

installed

µ1  =  60 cars/hour

Engine
installer

µ2  =  20 cars/hour

Tire
installer 1

µ2  =  20 cars/hour

Tire
installer 2

µ2  =  20 cars/hour

Tire
installer 3

F I G U R E  25
Series Queuing System

for Automobile
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customers exists. Remarkably, the numbers of customers present at each station are inde-
pendent random variables. That is, knowledge of the number of people at all stations other
than station j tells us nothing about the distribution of the number of people at station j! This
result does not hold, however, if either interarrival or service times are not exponential.

To find L, the expected number of customers in the queuing system, simply add up the
expected number of customers present at each station. To find W, the average time a cus-
tomer spends in the system, simply apply the formula L � lW to the entire system. Here,
l � r1 � r2 � 
 
 
 � rk, because this represents the average number of customers per
unit time arriving at the system. The following example illustrates the analysis of open
queuing networks.

E X A M P L E  1 4

Consider two servers. An average of 8 customers per hour arrive from outside at server
1, and an average of 17 customers per hour arrive from outside at server 2. Interarrival times
are exponential. Server 1 can serve at an exponential rate of 20 customers per hour, and
server 2 can serve at an exponential rate of 30 customers per hour. After completing service
at server 1, half of the customers leave the system, and half go to server 2. After complet-
ing service at server 2, 	

3
4

	 of the customers complete service, and 	
1
4

	 return to server 1.

1 What fraction of the time is server 1 idle?

2 Find the expected number of customers at each server.

3 Find the average time a customer spends in the system.

4 How would the answers to parts (1)–(3) change if server 2 could serve only an aver-
age of 20 customers per hour?

Solution We have an open queuing network with r1 � 8 customers/hour and r2 � 17 customers/hour.
Also, p12 � .5, p21 � .25, and p11 � p22 � 0. We can find l1 and l2 by solving l1 �
8 � .25l2 and l2 � 17 � .5l1. This yields l1 � 14 customers/hour and l2 � 24 
customers/hour.

1 Server 1 may be treated as an M/M/1/GD/∞/∞ system with l � 14 customers/hour
and m � 20 customers/hour. Then p0 � 1 � r � 1 � .7 � .3. Thus, server 1 is idle 30%
of the time.

2 From (26), we find L at server 1 � 	
20

1
�
4
14

	 � 	
7
3

	 and L at server 2 � 	
30

2
�
4
24

	 � 4. Thus,
an average of 4 � 	

7
3

	 � 	
1
3
9
	 customers will be present in the system.

3 W � 	
L
l

	, where l � 8 � 17 � 25 customers/hour. Thus,

W � � 	
1
7
9
5
	 hour

4 In this case, s2m2 � 20  l2, so no steady state exists.

Network Models of Data Communication Networks

Queuing networks are commonly used to model data communication networks. The queuing
models enable us to determine the typical delay faced by transmitted data and also to design
the network. Our discussion is based on Tannenbaum (1981). See file Compnetwork.xls.

�	
1
3
9
	�

	
25

Open Queuing Network Example

Compnetwork.xls
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Consider a data communication network with 5 nodes (A, B, C, D, E). Suppose each
data packet transmitted consists of 800 bits, and the number of packets per second that
must be transmitted between each pair of nodes is as shown in Figure 26.

For example, an average of 5 packets per second must be sent from node A to node B.
Packets are not always transmitted over the most direct route. Suppose the routings used
to transmit each type of message are as shown in Figure 27.

For example, all messages that must go from A to D are transmitted via the route
A–B–D. Each arc or route connecting two nodes has a capacity measured in thousands of
bits per second. For example, an arc with 16,000 bits/second of capacity can “serve”
16,000/800 � 20 packets/second. Each arc’s capacity in thousands of bits per second is
given in Figure 28. We are interested, of course, in the expected delay for a packet. Also,
if total network capacity is limited, it is important to determine the capacity on each arc
that will minimize the expected delay for a packet. The usual way to approach this prob-
lem is to treat each arc as if it were an independent M/M/1 queue and determine the ex-
pected time spent by each packet transmitted through that arc by the formula

23
24
25
26
27
28

A B C D E F G
Packets/second A B C D E

A 0 5 4 1 7
B 5 0 6 3 2
C 4 6 0 3 3
D 1 3 3 0 3
E 7 2 3 3 0  

30
31
32
33
34
35

A B C D E F G
A B C D E

Route used A - AB ABC ABD AE
B BA - BC BD BDE
C CBA CB - CD CDE
D DBA DB DC - DCE
E EA EDB EDC ECD -  

 

4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

B C D E F

Line

Packets 
per 
second

Capacity 
(000) bits 
per 
second

Service 
Rate in 
Packets 
per 
second

W in 
seconds

AB 10 20 25 0.066667
AE 7 20 25 0.055556
BC 10 15 18.75 0.114286
BD 6 10 12.5 0.153846
CD 9 10 12.5 0.285714
CE 3 10 12.5 0.105263
DE 5 10 12.5 0.133333
BA 10 20 25 0.066667
EA 7 20 25 0.055556
CB 10 15 18.75 0.114286
DB 6 10 12.5 0.153846
DC 9 10 12.5 0.285714
EC 3 10 12.5 0.105263
ED 5 10 12.5 0.133333  F I G U R E  28

F I G U R E  27

F I G U R E  26



2 0 . 1 0 Exponential Queues in Series and Open Queuing Networks 1109

W � 	
m �

1
l

	

To illustrate, consider arc AB. Packets that are to be transmitted from A to B, A to C and
A to D will use this arc. This is a total of 5 � 4 � 1 � 10 packets per second. Suppose
arc AB has a capacity of 20,000 bits per second. Then for arc AB, m � 20,000/800 � 25
packets per second, and l � 10 packets per second. Then

W � 	
25 �

1
10

	 � .06667 second

In rows 5–18 of Figure 28, we compute W for each arc in the communications network.
Note that the network is assumed symmetric (that is, AB arrival rate and capacity equals
BA arrival rate and capacity), so rows 12–18 are just copies of rows 5–11.

To determine the average delay faced by a packet, we use the following formula:

Average delay per packet �

In Figure 29, we computed the average delay per packet in cell C20 with the formula

�SUMPRODUCT(C5:C18,F5:F18)/SUM(C24:G28)

Thus, average delay per packet is .18 second per packet.

�
all arcs

(Arc arrival rate) * (expected time spent in arc)

						
Total number of arrivals

19
20
21
22

B C

Mean 0.180416
Time in system
seconds  

1
2
3

4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

B C D E F G
800

bits/packet

Line

Packets 
per 
second

Capacity 
(000) bits 
per 
second

Service 
Rate in 
Packets 
per 
second

W in 
seconds Diff

AB 10 18.31869 22.89836 0.077529 12.89836
AE 7 14.23287 17.79109 0.092669 10.79109
BC 10 18.31662 22.89577 0.077545 12.89577
BD 6 12.79577 15.99471 0.100053 9.994709
CD 9 16.98872 21.2359 0.081727 12.2359
CE 3 8.052237 10.0653 0.141537 7.065296
DE 5 11.2951 14.11888 0.109663 9.118877
BA 10 18.31869 22.89836 0.077529 12.89836
EA 7 14.23287 17.79109 0.092669 10.79109
CB 10 18.31662 22.89577 0.077545 12.89577
DB 6 12.79577 15.99471 0.100053 9.994709
DC 9 16.98872 21.2359 0.081727 12.2359
EC 3 8.052237 10.0653 0.141537 7.065296
ED 5 11.2951 14.11888 0.109663 9.118877

Total cap 200
Mean 0.121843  

F I G U R E  29

F I G U R E  30
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Suppose we had only 200,000 bits/second of total capacity to allocate to the network.
How should we allocate capacity to minimize the expected delay per packet? See the sheet
Optimization in file Compnetwork.xls (Figure 30). In G5:G18, we compute Service rate
(in packets/second) � Arrival rate (in packets/second). We constrain this to be at least .01
so that a steady-state exists. Then our Solver window is as shown in Figure 31.

We choose capacities D5:D11 (remember that D12:D18 are just copies of D5:D11) to
minimize expected system time (C20). We ensure that each arc’s service rate exceeds its
arrival rate (G5:G11�.01), each capacity is nonnegative (D5:D11�0), and total capacity
is at most 200,000 (D19�200). We find that we can reduce expected time in the system
for a packet to .1218 second.

Of course, we are assuming a static routing, in which arrival rates to each node do not
vary with the state of the network. In reality, many sophisticated dynamic routing schemes
have been developed. A dynamic routing scheme would realize, for example, that if arc
AB is congested and arc AD is relatively free, we should send messages directly from A
to D instead of via route A–B–D.

F I G U R E  31

P R O B L E M S
Group A

1 A Social Security Administration branch is considering
the following two options for processing applications for
social security cards:
Option 1 Three clerks process applications in parallel from
a single queue. Each clerk fills out the form for the appli-
cation in the presence of the applicant. Processing time is
exponential with a mean of 15 minutes. Interarrival times
are exponential.
Option 2 Each applicant first fills out an application with-
out the clerk’s help. The time to accomplish this is expo-
nentially distributed, with a mean of 65 minutes. When the
applicant has filled out the form, he or she joins a single line

to wait for one of the three clerks to check the form. It takes
a clerk an average of 4 minutes (exponentially distributed)
to review an application.
The interarrival time of applicants is exponential, and an
average of 4.8 applicants arrive each hour. Which option
will get applicants out of the office more quickly?

2 Consider an automobile assembly line in which each car
undergoes two types of service: painting, then engine
installation. Each hour, an average of 22.4 unpainted chassis
arrive at the assembly line. It takes an average of 2.4 minutes
to paint a car and an average of 3.75 minutes to install an
engine. The assembly line has one painter and two engine
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installers. Assume that interarrival times and service times
are exponential.

a On the average, how many painted cars without com-
pletely installed engines will be in the facility?
b On the average, how long will a painted car have to
wait before installation of its engine begins?

3 Consider the following queuing systems:
System 1 An average of 40 customers arrive each hour;
interarrival times are exponential. Customers must com-
plete two types of service before leaving the system. The
first server takes an average of 30 seconds (exponentially
distributed) to perform type 1 service. After waiting in line,
each customer obtains type 2 service (exponentially distrib-
uted with a mean of 1 minute) from a single server. After
completing type 2 service, a customer leaves the system.
System 2 The arrival process for system 2 is identical to
the interarrival process for system 1. In system 2, a cus-
tomer must complete only one type of service. Service time
averages 1.5 minutes and is exponentially distributed. Two
servers are available.
In which system does a typical customer spend less time?

4 An average of 120 students arrive each hour (interarrival
times are exponential) at State College’s Registrar’s Office
to change their course registrations. To complete this
process, a person must pass through three stations. Each
station consists of a single server. Service times at each
station are exponential, with the following mean times:
station 1, 20 seconds; station 2, 15 seconds; station 3, 12
seconds. On the average, how many students will be present
in the registrar’s office for changing courses?

5 An average of 10 jobs per hour arrive at a job shop.
Interarrival times of jobs are exponentially distributed. It
takes an average of 	

1
3
0
	 minutes (exponentially distributed) to

complete a job. Unfortunately, 	
1
3

	 of all completed jobs need
to be reworked. Thus, with probability 	

1
3

	, a completed job
must wait in line to be reworked. In the steady state, how
many jobs would one expect to find in the job shop? What
would the answer be if it took an average of 5 minutes to
finish a job?

6 Consider a queuing system consisting of three stations
in series. Each station consists of a single server, who can
process an average of 20 jobs per hour (processing times at
each station are exponential). An average of 10 jobs per
hour arrive (interarrival times are exponential) at station 1.
When a job completes service at station 2, there is a .1
chance that it will return to station 1 and a .9 chance that it
will move on to station 3. When a job completes service at
station 3, there is a .2 chance that it will return to station 2
and a .8 chance that it will leave the system. All jobs
completing service at station 1 immediately move on to
station 2.

a Determine the fraction of time each server is busy.
b Determine the expected number of jobs in the 
system.
c Determine the average time a job spends in the 
system.

7 Before completing production, a product must pass
through three stages of production. On the average, a new

product begins at stage 1 every 6 minutes. The average time
it takes to process the product at each stage is as follows:
stage 1, 3 minutes; stage 2, 2 minutes; stage 3, 1 minute.
After finishing at stage 3, the product is inspected (assume
this takes no time). Ten percent of the final products are
found to have a defective part and must return to stage 1 and
go through the entire system again. After completing stage
3, 20% of the final products are found to be defective. They
must return to stage 2 and pass through 2 and 3 again. On
the average, how many jobs are in the system? Assume that
all interarrival times and service times are exponential and
that each stage consists of a single server.

8 A data communication network consists of three nodes,
A, B, and C. Each packet transmitted contains 500 bits of
information. The number of packets per second to be
transmitted between each pair of nodes is as follows:

A B C

	 

The routing used for each pair of nodes is as follows:

A B C

	 

Assume that the capacities (in thousands of bits per second)
for each arc are as follows:

Arc Capacity
AB 12
AC 13
BC 15
BA 12
CA 13
CB 15

a Compute the expected delay for a packet.
b If a total of 75,000 bits/second of capacity is avail-
able, how should it be allocated?

9† Jobs arrive to a file server consisting of a CPU and two
disks (disk 1 and disk 2). Currently there are six clients, and
an average of three jobs per second arrive. Each visit to the
CPU takes an average of .01 second, each visit to disk 1
takes an average of .02 second, and each visit to disk 2 takes
an average of .03 second. An entering job first visits the
CPU. After each visit to the CPU, with probability 7/16 the
job next visits disk 1, with probability 8/16 the job next
visits disk 2, and with probability 1/16 the job is completed.
After visiting disk 1 or 2, the job immediately returns to the
CPU.

a On the average, how many times does a job visit the
CPU? How about disk 1? How about disk 2?
b On the average, how long does a job spend in the
CPU? How long in disk 1? How long in disk 2? How
long in the system?

10 Suppose the file server in Problem 9 now has 8 clients.
Answer the questions in Problem 9.

AC
BAC
—

ACB
—

CAB

—
BCA
CA

A
B
C

3
6
0

4
0
6

0
4
3

A
B
C

†Based on Jain (1991).
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11 Suppose we install a cache for disk 2. This will increase
the mean time taken for a CPU visit by 30% and the mean
time for a visit to disk 2 by 10%. On the other hand, the cache
for disk 2 ensures that half the time the job was going to go
to disk 2 the job will actually stay at the CPU and be processed
there. Does the cache improve the operation of the system?

12 Suppose we eliminate disk 2. What will happen to the
system response time? In this problem, you may assume
that all requests that leave the CPU go to disk 1.

20.11 The M/G/s/GD/s/∞ System (Blocked Customers Cleared)
In many queuing systems, an arrival who finds all servers occupied is, for all practical
purposes, lost to the system. For example, a person who calls an airline for a reservation
and gets a busy signal will probably call another airline. Or suppose that someone calls
in a fire alarm and no engines are available; the fire will then burn out of control. Thus,
in some sense, a request for a fire engine that occurs when no engines are available may
be considered lost to the system. If arrivals who find all servers occupied leave the sys-
tem, we call the system a blocked customers cleared, or BCC, system. Assuming that
interarrival times are exponential, such a system may be modeled as an M/G/s/GD/s/∞
system.

For an M/G/s/GD/s/∞ system, L, W, Lq, and Wq are of limited interest. For example,
since a queue can never occur, Lq � Wq � 0. If we let 	

m
1

	 be the mean service time and l
be the arrival rate, then W � Ws � 	

m
1

	.
In most BCC systems, primary interest is focused on the fraction of all arrivals who

are turned away. Since arrivals are turned away only when s customers are present, a frac-
tion ps of all arrivals will be turned away. Hence, an average of lps arrivals per unit time
will be lost to the system. Since an average of l(1 � ps) arrivals per unit time will actu-
ally enter the system, we may conclude that

L � Ls � 	
l(1 �

m

ps)
	

For an M/G/s/GD/s/∞ system, it can be shown that ps depends on the service time distri-
bution only through its mean (	

m
1

	). This fact is known as Erlang’s loss formula. In other
words, any M/G/s/GD/s/∞ system with an arrival rate l and mean service time of 	

m
1

	

will have the same value of ps. If we define r � 	
m
l

	, then for a given value of s, the value
of ps can be found from Figure 32. Simply read the value of r on the x-axis. Then the 
y-value on the s-server curve that corresponds to r will equal ps. The following example
illustrates the use of Figure 32.

E X A M P L E  1 5

An average of 20 ambulance calls per hour are received by Gotham City Hospital. An am-
bulance requires an average of 20 minutes to pick up a patient and take the patient to the
hospital. The ambulance is then available to pick up another patient. How many ambu-
lances should the hospital have to ensure that there is at most a 1% probability of not be-
ing able to respond immediately to an ambulance call? Assume that interarrival times are
exponentially distributed.

Solution We are given that l � 20 calls per hour, and 	
m
1

	 � 	
1
3

	 hour. Thus, r � 	
m
l

	 � 	
2
3
0
	 � 6.67. For

r � 6.67, we seek the smallest value of s for which ps is .01 or smaller. From Figure 32,
we see that for s � 13, ps � .011; and for s � 14, ps � .005. Thus, the hospital needs
14 ambulances to meet its desired service standards.

Ambulance Calls



2
0

.1
1

The M/G/s/GD/s/∞
System (Blocked Customers Cleared)

1
1

1
3

F I G U R E  32
Loss Probabilities for M/G/s/GD/s/∞ Queuing System

Source: Reprinted by permission of the publisher from Introduction to Queuing Theory by Robert B. Cooper. p. 316. Copyright©1980 by Elsevier Science Publishing Co., Inc.
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A Spreadsheet for the BCC MODEL

In Figure 33 (file Bcc.xls) we give a spreadsheet template for the M/G/s/GD/s/∞ queuing
system. In cell B2, we input l; in cell C2, m; and in cell D2, the number of servers. In
B4, we compute the expected number (in the steady state) of busy servers. In cell C4, we
compute the value of ps tabulated in Figure 32. Column E gives the steady-state proba-
bilities for this model. We are assuming s � 1,000. In Figure 33, we have input the val-
ues of l, m, and s for Example 15.

Using LINGO for BCC Computations

The LINGO function @PEL(l/m,s) will yield ps. For Example 15, the function
@PEL(20/3,13) yields .010627, as in Figure 32. The @PEL function may be used to solve
a problem (such as Problem 6) where we seek the number of servers minimizing expected
cost per-unit time when cost is the sum of service cost and cost due to lost business.

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32

A B C D E F G
BCC MODEL LAMBDA? MU? s?

20 3 14
L OR LS PI(s)
6.63320534 0.0050192

STATE LAMBDA(J) MU(J) CJ PROB #IN QUEUE  COLA*COLE
0 20 0 1 0.00127738 0 0
1 20 3 6.66666667 0.00851587 0 0.008515872
2 20 6 22.2222222 0.02838624 0 0.056772479
3 20 9 49.382716 0.06308053 0 0.189241596
4 20 12 82.3045267 0.10513422 0 0.420536879
5 20 15 109.739369 0.14017896 0 0.700894799
6 20 18 121.932632 0.1557544 0 0.934526398
7 20 21 116.126316 0.14833752 0 1.038362665
8 20 24 96.7719303 0.1236146 0 0.988916824
9 20 27 71.6829114 0.09156637 0 0.824097353

10 20 30 47.7886076 0.06104425 0 0.610442484
11 20 33 28.9627925 0.03699651 0 0.406961656
12 20 36 16.0904403 0.02055362 0 0.246643428
13 20 39 8.25150783 0.01054032 0 0.137024127
14 0 42 3.92928944 0.0050192 0 0.070268783
15 0 42 0 0 1 0
16 0 42 0 0 2 0
17 0 42 0 0 3 0
18 0 42 0 0 4 0
19 0 42 0 0 5 0  
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Bcc.xls
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P R O B L E M S
Group A

1 Suppose that a fire department receives an average of 24
requests for fire engines each hour. Each request causes a
fire engine to be unavailable for an average of 20 minutes.
To have at most a 1% chance of being unable to respond to
a request, how many fire engines should the fire department
have?

2 A telephone order sales company must determine how
many telephone operators are needed to staff the phones
during the 9-to-5 shift. It is estimated that an average of 480
calls are received during this period and that the average
call lasts for 6 minutes. If the company wants to have at
most 1 chance in 100 of a caller receiving a busy signal,
how many operators should be hired for the 9-to-5 shift?
What assumption does the answer require? 

3 In Example 15, suppose the hospital had 10 ambulances.
On the average, how many ambulances would be en route
or returning from a call?

4 A phone system is said to receive 1 Erlang of usage per
hour if callers keep lines busy for an average of 3,600
seconds per hour. Suppose a phone system receives 2
Erlangs of usage per hour. If you want only 1% of all calls
blocked, how many phone lines do you need?†

5 (Requires the use of a spreadsheet or LINGO) At the
peak usage time, an average of 200 people per hour attempt
to log on the Jade Vax. The average length of time somebody
spends on the Vax is 20 minutes. If the Indiana University
Computing Service wants to ensure that during peak usage
only 1% of all users receive an “All ports busy” message,
how many ports should the Jade Vax have?

6 (Requires the use of a spreadsheet or LINGO) US
Airlines receives an average of 500 calls per hour from
customers who want to make a reservation (time between
calls follows an exponential distribution). It takes an average
of 3 minutes to handle each call. Each customer who buys

a ticket contributes $100 to US Airlines profit. It costs $15
per hour to staff a telephone line. Any customer who receives
a busy signal will purchase a ticket on another airline. How
many telephone lines should US Airlines have?

Group B

7 On the average, 26 patrons per year come to the I.U.
library to borrow the I Ching (assume that interarrival times
are exponential). Borrowers who find the book unavailable
leave and never return. A borrower keeps a copy of the I
Ching for an average of 4 weeks.

a If the library has only one copy, what is the expected
number of borrowers who will come to borrow the I
Ching each year and find that the book is not available?
b Suppose that each person who comes to borrow the
I Ching and is unable to is considered to cost the library
$1 in goodwill. A copy of the I Ching lasts two years
and costs $11. A thief has just stolen the library’s only
copy. To minimize the sum of purchasing and goodwill
costs over the next two years, how many copies of the I
Ching should be purchased?

8‡ A company’s warehouse can store up to 4 units of a
good. Each month, an average of 10 orders for the good are
received. The times between the receipt of successive orders
are exponentially distributed. When an item is used to fill
an order, a replacement item is immediately ordered, and it
takes an average of one month for a replacement item to
arrive. If no items are on hand when an order is received,
the order is lost. What fraction of all orders will be lost due
to shortages? (Hint: Let the storage space for each item be
a server and think about what it means for a server to be
busy. Then come up with an appropriate definition of
“service” time.)

20.12 How to Tell Whether Interarrival Times 
and Service Times Are Exponential§

How can we determine whether the actual data are consistent with the assumption of ex-
ponential interarrival times and service times? Suppose, for example, that interarrival
times of t1, t2, . . . , tn have been observed. It can be shown that a reasonable estimate of
the arrival rate l is given by

l̂ �

n
	

�
i�n

i�1

ti

†Based on Green (1987). ‡Based on Karush (1957).

§This section covers topics that may be omitted with no loss of continuity.
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For example, if t1 � 20, t2 � 30, t3 � 40, and t4 � 50, we have seen 4 arrivals in 140
time units, or an average of 1 arrival per 35 time units. In this case, our estimate of the
arrival rate l̂ is given by

l̂ � � 	
3
1
5
	

customer per unit time. Given l̂ , we can try to determine whether t1, t2, . . . , tn are con-
sistent with the assumption that interarrival times are governed by an exponential distri-
bution with rate l̂ and density l̂e�l̂t. The easiest way to test this conjecture is by using
a chi-square goodness-of-fit test to determine whether it is reasonable to conclude that t1,
t2, . . . , tn represent a random sample from a random variable with a given density func-
tion f (t). A Kolmogorov–Smirnov test may also be used (see Law and Kelton (1990)).

To begin, we break up the set of possible interarrival times into k categories. Under the
assumption that f (t) does govern interarrival times, we determine the number of the ti’s
that we would expect to fall into category i. We call this number ei. Then we count up
how many of the observed ti’s actually were in category i. We call this number oi. Next,
we use the following formula to compute the observed value of the chi-square statistic,
written x 2(obs):

x 2(obs) � �
i�k

i�1

	
(oi �

ei

ei)
2

	

The value of x 2(obs) follows a chi-square distribution, with k � 2 degrees of freedom.
Important percentile points of the chi-square distribution are tabulated in Table 9.

If x 2(obs) is small, it is reasonable to assume that the ti’s are samples from a random
variable with density function f (t). (After all, a perfect fit would have oi � ei for i � 1,
2, . . . , k, resulting in a x 2 value of zero.) If x 2(obs) is large, it is reasonable to assume
that the ti’s do not represent a random sample from a random variable with density f (t).

More formally, we are interested in testing the following hypotheses:

H0: t1, t2, . . . , tn is a random sample from a random variable
with density f (t)

Ha: t1, t2, . . . , tn is not a random sample from a random variable
with density function f (t)

Given a value of a (the desired Type I error), we accept H0 if x 2(obs) � x 2
k�r�1(a) and

accept Ha if x 2(obs) � x 2
k�r�1(a). From Table 9, we obtain x 2

k�r�1(a) which represents
the point in the x 2

k�r�1 table that has an area a to the right of it. Here, r is the number
of parameters that must be estimated to specify the interarrival time distribution. To find
x 2

k�r�1(a) in Excel, we simply enter the formula CHINV(Alpha, k�r�1). Thus, if inter-
arrival times are exponential, r � 1, and if interarrival times follow a normal distribution
or an Erlang distribution, r � 2. When choosing the boundaries for the k categories, it is
desirable to ensure that each ei is at least 5, k � 30, and the ei’s be kept as equal as pos-
sible. Example 16 illustrates the use of the chi-square test.

E X A M P L E  1 6

The following interarrival times (in minutes) have been observed: 0.01, 0.07, 0.03, 0.08,
0.04, 0.10, 0.05, 0.10, 0.11, 1.17, 1.50, 0.93, 0.54, 0.19, 0.22, 0.36, 0.27, 0.46, 0.51, 0.11,
0.56, 0.72, 0.29, 0.04, 0.73. Does it seem reasonable to conclude that these observations
come from an exponential distribution?

Solution There are 25 observations with �i�1
i�25 ti � 9.19. Thus, l� � 	

9
2
.1
5
9

	 � 2.72 arrivals per minute.
We now test whether or not our data are consistent with an exponential random variable

Interarrival Times: Exponential or Not Exponential?

4
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TA B L E  9
Percentiles of Chi-Square Distribution

d.f. a
v .990 .950 .900 .500 .100 .050 .025 .010 .005

1 .0002 .004 .02 .45 2.71 3.84 5.02 6.63 7.88
2 .02 .10 .21 1.39 4.61 5.99 7.38 9.21 10.60
3 .11 .35 .58 2.37 6.25 7.81 9.35 11.34 12.84
4 .30 .71 1.06 3.36 7.78† 9.49 11.14 13.28 14.86
5 .55 1.15 1.61 4.35 9.24 11.07 12.83 15.09 16.75
6 .87 1.64 2.20 5.35 10.64 12.59 14.45 16.81 18.55
7 1.24 2.17 2.83 6.35 12.02 14.07 16.01 18.48 20.28
8 1.65 2.73 3.49 7.34 13.36 15.51 17.53 20.09 21.95
9 2.09 3.33 4.17 8.34 14.68 16.92 19.02 21.67 23.59

10 2.56 3.94 4.87 9.34 15.99 18.31 20.48 23.21 25.19
11 3.05 4.57 5.58 10.34 17.28 19.68 21.92 24.72 26.76
12 3.57 5.23 6.30 11.34 18.55 21.03 23.34 26.22 28.30
13 4.11 5.89 7.04 12.34 19.81 22.36 24.74 27.69 29.82
14 4.66 6.57 7.79 13.34 21.06 23.68 26.12 29.14 31.32
15 5.23 7.26 8.55 14.34 22.31 25.00 27.49 30.58 32.80
16 5.81 7.96 9.31 15.34 23.54 26.30 28.85 32.00 34.27
17 6.41 8.67 10.09 16.34 24.77 27.59 30.19 33.41 35.72
18 7.01 9.39 10.86 17.34 25.99 28.87 31.53 34.81 37.16
19 7.63 10.12 11.65 18.34 27.20 30.14 32.85 36.19 38.58
20 8.26 10.85 12.44 19.34 28.41 31.41 34.17 37.57 40.00
21 8.90 11.59 13.24 20.34 29.62 32.67 35.48 38.93 41.40
22 9.54 12.34 14.04 21.34 30.81 33.92 36.78 40.29 42.80
23 10.20 13.09 14.85 22.34 32.01 35.17 38.08 41.64 44.18
24 10.86 13.85 15.66 23.34 33.20 36.42 39.36 42.98 45.56
25 11.52 14.61 16.47 24.34 34.38 37.65 40.65 44.31 46.93
26 12.20 15.38 17.29 25.34 35.56 38.89 41.92 45.64 48.29
27 12.88 16.15 18.11 26.34 36.74 40.11 43.19 46.96 49.64
28 13.56 16.93 18.94 27.34 37.92 41.34 44.46 48.28 50.99
29 14.26 17.71 19.77 28.34 39.09 42.56 45.72 49.59 52.34
30 14.95 18.49 20.60 29.34 40.26 43.77 46.98 50.89 53.67
40 22.16 26.51 29.05 39.34 51.81 55.76 59.34 63.69 66.77
50 29.71 34.76 37.69 49.33 63.17 67.50 71.42 76.15 79.49
60 37.48 43.19 46.46 59.33 74.40 79.08 83.30 88.38 91.95
70 45.44 51.74 55.33 69.33 85.53 90.53 95.02 100.43 104.21
80 53.54 60.39 64.28 79.33 96.58 101.88 106.63 112.33 116.32
90 61.75 69.13 73.29 89.33 107.57 113.15 118.14 124.12 128.30

100 70.06 77.93 82.36 99.33 118.50 124.34 129.56 135.81 140.17

Source: Richard A. Johnson and Dean W. Wichern, Applied Multivariate Statistical Analysis, © 1982, p. 583. Reprinted by permission of Prentice Hall,
Inc., Englewood Cliffs, New Jersey.
†Note: For example, P(�2

4 � 7.78) � .10.

2 2(   )r �

�
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(call it A) having a density f (t) � 2.72e�2.72t. We choose five categories so as to ensure
that the probability that an observation from A falls into each of the five categories is .20.
This yields ei � 25(.20) � 5 for each category. To set the category boundaries, we need
to determine the cumulative distribution function, F(t), for A:

F(t) � P(A � t) � �t

0
2.72e�2.72s ds � 1 � e�2.72t

Then we choose the categories to be as follows:

Category 1 0 � t  m1 minutes

Category 2 m1 � t  m2 minutes

Category 3 m2 � t  m3 minutes

Category 4 m3 � t  m4 minutes

Category 5 m4 � t minutes

where F(m1) � .20, F(m2) � .40, F(m3) � .60, and F(m4) � .80.
Since F(t) � 1 � e�2.72t, we see that for any number p, the value of t satisfying 

F(t) � p may be found as follows:

1 � e�2.72t � p

1 � p � e�2.72t

Taking logarithms (to base e) of both sides yields

t � 	
ln

�

(1

2

�

.72

p)
	

m1 � 	
�

ln
2
.
.
8
7
0
2

	 � 0.08

m2 � 	
�

ln
2
.
.
6
7
0
2

	 � 0.19

m3 � 	
�

ln
2
.
.
4
7
0
2

	 � 0.34

m4 � 	
�

ln
2
.
.
2
7
0
2

	 � 0.59

Hence, our categories are as follows:

Category 1 0 � t  0.08 minute

Category 2 0.08 � t  0.19 minute

Category 3 0.19 � t  0.34 minute

Category 4 0.34 � t  0.59 minute

Category 5 0.59 � t

After classifying the data into these categories, we find that o1 � 6, o2 � 5, o3 � 4, 
o4 � 5, and o5 � 5. By the construction of our categories, e1 � e2 � e3 � e4 � e5 �
.20(25) � 5. We now compute x2(obs):

x 2(obs) � 	
(6 �

5

5)2

	 � 	
(5 �

5

5)2

	 � 	
(4 �

5

5)2

	 � 	
(5 �

5

5)2

	 � 	
(5 �

5

5)2

	

� .20 � 0 � .20 � 0 � 0 � .40
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We arbitrarily choose a � .05. Since we are trying to fit an exponential distribution to in-
terarrival times, r � 1. Then x 2

3(.05) � 7.81, and we see that for a � .05, we can accept
the hypothesis that the observed interarrival times come from an exponential distribution
with l � 2.72 arrivals per minute.

Alternatively, we could have found the cutoff point for the chi-square test with the 
formula

�CHINV(.05,3)

This formula yields the value 7.81.

To test whether service times are exponentially distributed, simply apply the preceding
approach to observed service times s1, s2, . . . , sn. Begin by obtaining an estimate (call it
m̂) of the actual service rate m from

m̂ �

Then use the chi-square test to test whether or not it is reasonable to assume that the ob-
served service times are observations from an exponential distribution with density m̂e�m̂t.

P R O B L E M
Group A

n
			

1 A travel agency wants to determine if the length of
customers’ phone calls can be adequately modeled by an
exponential distribution. Last week, the agency recorded the
length of all phone calls and obtained the following results

(in seconds): 4, 6, 5, 8, 9, 10, 12, 8, 16, 20, 24, 27, 33, 37,
43, 50, 58, 68, 70, 78, 88, 100, 120, 130. Do these data
indicate that the length of phone calls to the travel agency
is governed by an exponential distribution?

20.13 Closed Queuing Networks
For manufacturing units attempting to implement just-in-time manufacturing, it makes
sense to maintain a constant level of work in process. For a busy computer network, it
may be convenient to assume that as soon as a job leaves the system, another job arrives
to replace it. Such manufacturing and computer systems, where there is a constant num-
ber of jobs present, may be modeled as closed queuing networks. Recall that in an open
queuing network, the numbers of jobs at each server were independent random variables.
Since the number of jobs in the system is always constant, the distribution of jobs at dif-
ferent servers cannot be independent. We now discuss Buzen’s algorithm, which can be
used to determine steady-state probabilities for closed queuing networks.

We let Pij be the probability that a job will go to server j after completing service at
station i. Let P be the matrix whose (i�j)th entry is Pij.We assume that service times at
server j follow an exponential distribution with parameter mj. The system has s servers,
and at all times, exactly N jobs are present. We let ni be the number of jobs present 
at server i. Then the state of the system at any given time can be defined by an 
n-dimensional vector n � (n1, n2, . . . , ns). The set of possible states is given by SN �
{n such that all ni � 0 and n1 � n2 � 
 
 
 � ns � N}.

Let lj equal the arrival rate to server j. Since there are no external arrivals, we may set
all rj � 0 and obtain the values of the lj’s from the equation used in the open network
situation. That is,
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lj � �
i�s

i�1

liPij j � 1, 2, . . . , s (59)

Since jobs never leave the system, for each i, �j�s
j�1 Pij � 1. This fact causes equation (59)

to have no unique solution. Fortunately, it turns out that we can use any solution to (59)
to help us get steady-state probabilities. If we define

ri � 	
m

li

i
	

then we determine, for any state n, its steady-state probability IIN(n) from the following
equation:

�N(n) � (60)

Here, G(N) � �n	SN
r1

n1 r2
n2


rs

ns.
Buzen’s algorithm gives us an efficient way to determine (in a spreadsheet) G(N). Once

we have the steady-state probability distribution, we can easily determine other measures
of effectiveness, such as expected queue length at each server and expected time a job
spends during each visit to a server, fraction of time a server is busy, and the throughput
for each server ( jobs per second processed by each server).

To obtain G(N), we recursively compute the quantities Ci(k), for i � 1, 2, . . . , s and 
k � 0, 1, . . . , N. We initialize the recursion with C1(k) � rk

1, k � 0, 1, . . . , N and Ci(0) �
1, i � 1, 2, . . . , s. For other values of k and i, we build up the values of Ci(k) recursively
via the following relationship:

Ci(k) � Ci�1(k) � riCi(k � 1)

Then it can be shown that G(N) � Cs(N). We illustrate the use of Buzen’s algorithm with
the following example.†

E X A M P L E  17

Consider a flexible manufacturing system in which 10 parts are always in process. Each
part requires two operations. Each part begins by having operation 1 done at machine 1.
Then, with probability .75 the part has operation 2 processed on machine 2, and with
probability .25 the part has operation 2 processed on machine 3. Once a part completes
operation 2, the part leaves the system and is immediately replaced by another part. We
are given the following machine rates (the time for each operation is exponentially dis-
tributed): m1 � .25 minute, m2 � .48 minute, and m3 � .08 minute.

a Find the probability distribution of the number of parts at each machine.

b Find the expected number of parts present at each machine.

c What fraction of the time is each machine busy?

d How many parts per minute are completed by each machine?

Solution Our work is in file Buzen.xls. To begin, we need to compute one solution to the equations
(59) defining l1, l2, and l3. We must solve

l1 � l2 � l3

l2 � .75l1

l3 � .25l1

Flexible Manufacturing System

r1
n1 r2

n2


rn
ns

		
G(N)

Buzen.xls

†From Kao (1996).
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There are an infinite number of solutions to this system. Arbitrarily choosing l1 � 1
yields the solution l2 � .75 and l3 � .25. In cells G8:I8, we compute ri � 	

m
li

i
	. In

G10:G20, we compute C1(k) � rk
1, k � 0, 1, . . . , 10, and in G10:I10, we enter Ci(0) �

1, i � 1, 2, 3. Copying from H11 to H11:I20 the formula

�G11�H$8*H10

implements the recursion Ci(k) � Ci�1(k) � riCi(k � 1). Then we can find G(10) �
7,231,883 from the value of C3(10) in cell H20. See Figure 34.

We can now generate all possible system states efficiently by starting with n1 � 0 and list-
ing those states in order of increasing values of n2. Then we increase n1 to 1 and list all states
in increasing values of n2, etc. Once we have n1 � 10, we will have listed all states. (See Fig-
ure 35.) To efficiently generate all possible states, we copy down from C25 the formula

�IF(D25�0,B25�1,B25)

This formula increments n1 by 1 if n3 � 0 (which is the same as having n2 � 10 � n1).
Otherwise, the formula keeps n1 constant.

Then we copy down from D25 the formula

�IF(B25-B24�1,0,C24�1)

This formula makes n2 � 0 if we have just increased the value of n1; otherwise, the for-
mula increments the value of n2 by 1.

Finally, from E25, we copy down the formula

�10-B24-C24

This ensures that n3 � 10 � n1 � n2.
In E24:E89 we use (60) to compute the steady-state probability for each state by copy-

ing from E24 to E25:E89 the formula

�($G$8^B24)*($H$8^C24)*($I$8^D24)/$I$20

Part (a) Next, we answer part (a) by determining the probability distribution of the num-
ber of parts at each machine. We use the SUMIF function and a one-way data table to ac-
complish this goal. To begin, compute in H24 the probability of 0 parts at machine 1 with
the formula

�SUMIF($B$24:$B$89,I23,E24:E89)

This formula adds up every number in column D (which contains state probabilities) for
the rows in which column B (which is parts at machine 1) has a 0 entry. See Figure 36.

7
8
9

10
11
12
13
14
15
16
17
18
19
20

F G H I
Mui 0.25 0.48 0.08
phoi 4 1.5625 3.125

1 2 3
0 1 1 1
1 4 5.5625 8.6875
2 16 24.6914063 51.83984
3 64 102.580322 264.5798
4 256 416.281754 1243.094
5 1024 1674.44024 5559.108
6 4096 6712.31287 24084.53
7 16384 26871.9889 102136.1
8 65536 107523.483 426698.9
9 262144 430149.442 1763583

10 1048576 1720684.5 7231883  F I G U R E  34
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23

24
25
26
27
28
29

30
31
32
33
34

35
36

37
38
39
40
41
42
43
44
45
46
47
48
49

50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68
69
70
71
72
73
74
75
76
77
78
79
80
81
82
83
84
85
86
87
88
89

B C D E

Parts at 1 Parts at 2 Parts at 3 Probability

0 0 10 0.01228143
0 1 9 0.00614071
0 2 8 0.00307036
0 3 7 0.00153518
0 4 6 0.00076759
0 5 5 0.00038379

0 6 4 0.0001919
0 7 3 9.5949E-05
0 8 2 4.7974E-05
0 9 1 2.3987E-05
0 10 0 1.1994E-05

1 0 9 0.01572023
1 1 8 0.00786011

1 2 7 0.00393006
1 3 6 0.00196503
1 4 5 0.00098251
1 5 4 0.00049126
1 6 3 0.00024563
1 7 2 0.00012281
1 8 1 6.1407E-05
1 9 0 3.0704E-05
2 0 8 0.02012189
2 1 7 0.01006094
2 2 6 0.00503047
2 3 5 0.00251524
2 4 4 0.00125762

2 5 3 0.00062881
2 6 2 0.0003144
2 7 1 0.0001572
2 8 0 7.8601E-05
3 0 7 0.02575602
3 1 6 0.01287801
3 2 5 0.006439
3 3 4 0.0032195
3 4 3 0.00160975
3 5 2 0.00080488
3 6 1 0.00040244
3 7 0 0.00020122
4 0 6 0.0329677
4 1 5 0.01648385
4 2 4 0.00824193
4 3 3 0.00412096
4 4 2 0.00206048
4 5 1 0.00103024
4 6 0 0.00051512
5 0 5 0.04219866
5 1 4 0.02109933
5 2 3 0.01054967
5 3 2 0.00527483
5 4 1 0.00263742
5 5 0 0.00131871
6 0 4 0.05401429
6 1 3 0.02700714
6 2 2 0.01350357
6 3 1 0.00675179
6 4 0 0.00337589
7 0 3 0.06913829
7 1 2 0.03456914
7 2 1 0.01728457
7 3 0 0.00864229
8 0 2 0.08849701
8 1 1 0.0442485
8 2 0 0.02212425
9 0 1 0.11327617
9 1 0 0.05663809

10 0 0 0.1449935  F I G U R E  35
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Selecting the table range G24:H35 and column input cell I23 enables us to loop
through and compute the steady-state probabilities for each number of parts at machine
1. In a similar fashion, we obtain the following steady-state probability distributions for
machines 2 and 3. See Figure 37.

Part (b) The mean number of parts present at machine 1 may be computed as �i�0
i�10i*

(Probability of i parts at machine 1). In cell K31, we compute the mean number of parts
at machine 1 with the formula

�SUMPRODUCT(G25:G35,H25:H35)

In a similar fashion, we compute the mean number of parts at machines 2 and 3 in cells
K32 and K33. See Figure 38. Note that machine 1 is clearly the bottleneck.

Part (c) To compute the probability that each machine is busy, we just subtract from 1
the probability that each machine has 0 parts. These computations are done in L31:L33.
We find that machine 1 is busy 97% of the time, machine 2 38% of the time, and ma-
chine 3 76% of the time.

 

21
22

23

24
25
26
27
28
29

30
31
32
33
34

35

G H I

Parts

Prob 0
Machine 1 
parts 0.02455086

0 0.02455086
1 0.03140975
2 0.04016518
3 0.05131082
4 0.06542029

5 0.08307862
6 0.10465268
7 0.12963429
8 0.15486976
9 0.16991426

10 0.1449935  

37
38
39
40
41
42
43
44
45
46
47
48

G H
Machine 2 
Parts 0.61896518

0 0.61896518
1 0.23698584
2 0.09017388
3 0.03402481
4 0.01269126
5 0.00465769
6 0.00166949
7 0.00057718
8 0.00018798
9 5.4691E-05

10 1.1994E-05  

 

50
51
52
53
54
55
56
57
58
59
60
61

G H
Machine 3 
Parts 0.23793036

0 0.23793036
1 0.18587372
2 0.14519511
3 0.1133962
4 0.08851582
5 0.06900306
6 0.0536088
7 0.0412822
8 0.03105236
9 0.02186094

10 0.01228143  
 

F I G U R E  36

F I G U R E  37
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Part (d) To compute the mean number of service completions per minute by each ma-
chine, we simply multiply the probability that a machine is busy by the machine’s service
rate. These computations are done in M31:M33. We find that machine 1 on average com-
pletes .24 part/minute, machine 2 .18 part/minute, and machine 3 .06 part/minute.

P R O B L E M S
Group A

F I G U R E  38

29

30
31
32
33

J K L M

Mean 
Number

Mean 
Number Prob busy

Completions per 
second

Machine 1 6.696224299 0.97544914 0.243862285
Machine 2 0.609634749 0.38103482 0.182896714
Machine 3 2.694140952 0.76206964 0.060965571  

1 Jobs arrive to a file server consisting of a CPU and two
disks (disk 1 and disk 2). With probability 13/20, a job goes
from CPU to disk 1, and with probability 6/20, a job goes
from CPU to disk 2. With probability 1/20, a job is finished
after its CPU operation and is immediately replaced by
another job. There are always 3 jobs in the system. The
mean time to complete the CPU operation is .039 second.
The mean time to complete the disk 1 operation is .18
second, and the mean time to complete the disk 2 operation
is .26 second.

a Determine the steady-state distribution of the num-
ber of jobs at each part of the system.
b What is the average number of jobs at CPU? Disk
1? Disk 2?
c What is the probability that CPU is busy? Disk 1?
Disk 2?
d What is the average number of jobs completed per
second by CPU? Disk 1? Disk 2?

2 A manufacturing process always has 8 parts in process.
A part must successfully complete two steps (step 1 and
step 2) to be completed. A single machine performs step 1
and can process an average of 8 parts per minute. A single
machine performs step 2 and can process 11 parts per
minute. Unfortunately, step 2 is not totally reliable. (Step 1
is totally reliable, however.) Each time a part is sent through
step 2, there is a 10% chance that step 2 must be repeated.

a Find the steady-state distribution of parts at each
machine.
b Find the average number of parts at each 
machine.
c Find the probability that each machine is busy.
d Find the number of parts per minute successfully
completing service at each machine.

20.14 An Approximation for the G/G/m Queuing System
In most situations, interarrival times follow an exponential random variable. (See Denardo
(1982) for an explanation of this fact.) Often, however, service times do not follow an ex-
ponential distribution. When interarrival times and service times each follow a nonexpo-
nential random variable, we call the queuing system a G/G/m system. The first G indi-
cates that interarrival times always follow the same (but not necessarily exponential)
random variable, while the second G indicates that service times always follow the same
(but not necessarily exponential) random variable. For these situations, the templates dis-
cussed in the previous sections of this chapter are not valid. Fortunately, the Allen–
Cunneen approximation (see Tanner (1995)) often gives a good approximation to L, W,
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Lq, and Wq for G/G/m systems. The file ggm.xls contains a spreadsheet implementation
of the Allen–Cunneen approximation. The user need only input the following information:

■ The average number of arrivals per unit time (�) in cell B3.

■ The average rate at which customers can be serviced (m) in cell B4.

■ The number of servers (s) in cell B5.

■ The squared coefficient of variation—(variance of interarrival times)/(mean inter-
arrival time)2—of interarrival times in cell B6.

■ The squared coefficient of variation—(variance of service times)/(mean service
time)2—of service times in cell B7.

The squared coefficient of variation for interarrival or service times can easily be esti-
mated with the Excel functions �AVERAGE and �VARP. Recall that the exponential
random variable has the property that variance � mean2. Thus, the squared coefficient of
variation for exponential interarrival or service times will equal 1, and the amount by
which the squared coefficient of variation for interarrival or service times differs from 1
indicates the degree of departure from exponentiality. The Allen–Cunneen approximation
is exact if interarrival times and service times are exponential. Extensive testing by Tan-
ner indicates that in a wide variety of situations, the values of L, W, Lq, and Wq obtained
by the approximation are within 10% of their true values. Here is an illustration of the
Allen–Cunneen approximation.

E X A M P L E  1 8

The NBD Bank branch in Bloomington, Indiana has 6 tellers. At peak times, an average
of 4.8 customers per minute arrive at the bank. It takes a teller an average of 1 minute to
serve a customer. The squared coefficient of variation for both interarrival times and ser-
vice times is .5. Estimate the average time a customer will have to wait before seeing a
teller. On average, how many customers will be present?

Solution After inputting the relevant information in cells B3 through B7 (see Figure 39), we find
that on average, a customer will wait .216 minute for a teller. On average, 5.83 customers
will be present in the bank. Congestion seems to be well under control. This favorable
outcome is largely due to the low squared coefficient of variation for both interarrival and
service times. For example, if both squared coefficients of variation were 4, then Wq

would be 1.73 minutes, an 800% increase.

NBD Bank

ggm.xls

1
2
3
4
5
6
7
8
9
10
11

12

13

14
15

A B C D
G/G/m Template
Allen-Cunneen Approximation

Lambda 4.8
Mu 1
s 6
CV arrive 0.5
CV service 0.5
u 4.8
ro 0.8
R(s,mu) 0.82322
EC(s,mu) 0.517772

Wq 0.215738

Lq 1.035544

W 1.215738
L 5.835544F I G U R E  39
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P R O B L E M S
Group A

Problems 1–4 refer to Example 18.

1 NBD believes the congestion level is satisfactory if the
average number of customers in line equals the number of
servers. For the information given in the example, what is
the maximum arrival rate that can be satisfactorily handled
with 6 servers?

2 Show how the average time a customer must wait for a
teller depends on the number of servers.

3 Using a two-way data table, determine how changes in
the squared coefficient of variation for interarrival and
service times affect the average number of customers in the
NBD branch.

4 Suppose a teller costs $30 per hour. Suppose the bank
values a customer’s time at NBD at $c per hour. Show 
how variations in c affect the number of tellers that NBD
should use.

5 Southbest Airlines has an average of 230 customers per
hour arriving at a ticket counter where 8 agents are working.
Each agent can serve an average of 30 customers per hour.
The squared coefficient of variation for the interarrival times
is 1.5 and 2 for the service times.

a On average, how many customers will be present at
the ticket counter?
b On average, how long will a customer have to wait
for an agent?

20.15 Priority Queuing Models†

There are many situations in which customers are not served on a first come, first served
(FCFS) basis. In Section 20.1, we also discussed the service in random order (SIRO) and
last come, first served (LCFS) queue disciplines. Let WFCFS, WSIRO, and WLCFS be the
random variables representing a customer’s waiting time in queuing systems under the dis-
ciplines FCFS, SIRO, and LCFS, respectively. It can be shown that

E(WFCFS) � E(WSIRO) � E(WLCFS)

Thus, the average time (steady-state) that a customer spends in the system does not de-
pend on which of these three queue disciplines is chosen. It can also be shown that

var WFCFS  var WSIRO  var WLCFS (61)

Since a large variance is usually associated with a random variable that has a relatively large
chance of assuming extreme values, (61) indicates that relatively large waiting times are most
likely to occur with an LCFS discipline and least likely to occur with an FCFS discipline.
This is reasonable, because in an LCFS system, a customer can get lucky and immediately
enter service but can also be bumped to the end of a long line. In FCFS, however, the cus-
tomer cannot be bumped to the end of a long line, so a very long wait is relatively unlikely.

In many organizations, the order in which customers are served depends on the cus-
tomer’s “type.” For example, hospital emergency rooms usually serve seriously ill patients
before they serve nonemergency patients. Also, in many computer systems, longer jobs
do not enter service until all shorter jobs in the queue have been completed. Models in
which a customer’s type determines the order in which customers undergo service are
called priority queuing models.

The following scenario encompasses many priority queuing models (including all the
models discussed in this section). Assume there are n types of customers (labeled type 1,
type 2, . . . , type n). The interarrival times of type i customers are exponentially distrib-
uted with rate li. Interarrival times of different customer types are assumed to be inde-
pendent. The service time of a type i customer is described by a random variable Si (not
necessarily exponential). We assume that lower-numbered customer types have priority
over higher-numbered customer types.

†This section covers topics that may be omitted with no loss of continuity.
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Nonpreemptive Priority Models

We begin by considering nonpreemptive priority models. In a nonpreemptive model, a
customer’s service cannot be interrupted. After each service completion, the next cus-
tomer to enter service is chosen by giving priority to lower-numbered customer types
(with ties broken on an FCFS basis). For example, if n � 3 and three type 2 and four type
3 customers are present, the next customer to enter service would be the type 2 customer
who was the first of that type to arrive.

In the Kendall–Lee notation, a nonpreemptive priority model is indicated by labeling
the fourth characteristic as NPRP. To indicate multiple customer types, we subscript the
first two characteristics with i’s. Thus, Mi/Gi/
 
 
 would represent a situation in which the
interarrival times for the ith customer type are exponential and the service times for the
ith customer type have a general distribution. In what follows, we let

Wqk � expected steady-state waiting time in line spent by a type k customer

Wk � expected steady-state time in the system spent by a type k customer

Lqk � expected steady-state number of type k customers waiting in line

Lk � expected steady-state number of type k customers in the system

The Mi/Gi/1/NPRP/∞/∞ Model

Our first results concern the single-server, nonpreemptive Mi/Gi/1/NPRP/∞/∞ system. De-
fine ri � 	

m
li

i
	, a0 � 0, and ak � �i�k

i�1ri. We assume† that

�
i�n

i�1

	
m

li

i
	  1

Then

Wqk �

Lqk � lkWqk
(62)

Wk � Wqk � 	
m

1

k
	

Lk � lkWk

The following example illustrates the use of (62).

E X A M P L E  1 9

A copying facility gives shorter jobs priority over long jobs. Interarrival times for each
type of job are exponential, and an average of 12 short jobs and 6 long jobs arrive each
hour. Let type 1 job � short job and type 2 job � long job. Then we are given that

E(S1) � 2 minutes E(S2
1) � 6 minutes2 � 	

6
1
00
	 hour2

E(S2) � 4 minutes E(S2
2) � 18 minutes2 � 	

2
1
00
	 hour2

Determine the average length of time each type of job spends in the copying facility.

Copying Priority

�
k�n

k�1

lkE(Sk
2)/2

			
(1 � ak�1)(1 � ak)

†If this condition does not hold, then for one or more customer types, no steady-state waiting time will exist.
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Solution We are given that l1 � 12 jobs per hour, l2 � 6 jobs per hour, and m1 � 30 jobs per
hour, and m2 � 15 jobs per hour. Then r1 � 	

1
3
2
0
	 � .4 and r2 � 	

1
6
5
	 � .4. Since r1 � r2 

1, a steady state will exist. Now a0 � 0, a1 � .4, and a2 � .4 � .4 � .8. Equations (62)
now yield

Wq1 �
�

� � 0.042 hour
(1 � 0)(1 � .4)

Wq2 �
�

� � 0.208 hour
(1 � .4)(1 � .8)

Also,

W1 � Wq1 � 	
m

1

1
	 � 0.042 � 0.033 � 0.075 hour

W2 � Wq2 � 	
m

1

2
	 � 0.208 � 0.067 � 0.275 hour

Thus, as expected, the long jobs spend much more time in the copying facility than the
short jobs do.

The Mi/Gi/1/NPRP/∞/∞ Model 
with Customer-Dependent Waiting Costs

Consider a single-server, nonpreemptive priority system in which a cost ck is charged for
each unit of time that a type k customer spends in the system. If we want to minimize the
expected cost incurred per unit time (in the steady state), what priority ordering should
be placed on the customer types? Suppose the n customer types are numbered such that

c1m1 � c2m2 � 
 
 
 � cnmn (63)

Then expected cost is minimized by giving the highest priority to type 1 customers, the
second-highest priority to type 2 customers, and so forth, and the lowest priority to type
n customers. To see why this priority ordering is reasonable, observe that when a type k
customer is being served, cost leaves the system at a rate ckmk. Thus, cost can be mini-
mized by giving the highest priority to customer types with the largest values of ckmk.

As a special case of this result, suppose we want to minimize L, the expected number
of jobs in the system. Let c1 � c2 � 
 
 
 � cn � 1. Then at any time, the cost per unit
time is equal to the number of customers in the system. Thus, the expected cost per unit
time will equal L. Now (63) becomes

m1 � m2 � 
 
 
 � mn or 	
m

1

1
	 � 	

m

1

2
	 � 
 
 
 � 	

m

1

n
	

Thus, we may conclude that the expected number of jobs in the system will be minimized
if the highest priority is given to the customer types with the shortest mean service time.
This priority discipline is known as the shortest processing time (SPT) discipline.

	
1,

3
2
0
00
	

	

6 �	
2
1
00
	�

	
2

12 �	
6
1
00
	�

		
2

	
1,

3
2
0
00
	

	

6 �	
2
1
00
	�

	
2

12 �	
6
1
00
	�

		
2
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The Mi/M/s/NPRP/∞/∞ Model

To obtain tractable analytic results for multiserver priority systems, we must assume that
each customer type has exponentially distributed service times with a mean of 	

m
1

	, and that
type i customers have interarrival times that are exponentially distributed with rate li.
Such a system with s servers is denoted by the notation Mi/M/s/NPRP/∞/∞. For this
model,

Wqk � (64)

In (64),

ak � �
i�k

i�1

	
s
l

m
i	 (k � 1)

a0 � 0, and P( j � s) is obtained from Table 6 for an s-server system having

r �

Example 20 illustrates the use of (64).

E X A M P L E  2 0

Gotham Township has 5 police cars. The police department receives two types of calls:
emergency (type 1) and nonemergency (type 2) calls. Interarrival times for each type of
call are exponentially distributed, with an average of 10 emergency and 20 nonemergency
calls being received each hour. Each type of call has an exponential service time, with a
mean of 8 minutes (assume that, on the average, 6 of the 8 minutes is the travel time from
the police station to the call and back to the station). Emergency calls are given priority
over nonemergency calls. On the average, how much time will elapse between the place-
ment of a nonemergency call and the arrival of a police car?

Solution We are given that s � 5, l1 � 10 calls per hour, l2 � 20 calls per hour, m � 7.5 calls
per hour, r � 	

1
5
0
(
�
7.5

2
)
0

	 � .80, a0 � 0, a1 � 	
3
1
7
0
.5
	 � .267, and a2 � 	

10
3
�
7.5

20
	 � .80. From Table

6, with s � 5 and r � .80, P( j � 5) � .55. Then (64) yields

Wq2 � � 	
5
.5
.5
5
0

	 � 0.10 hour � 6 minutes

The average time between the placement of a nonemergency call and the arrival of the
car is Wq2 � (	

1
2

	) (total travel time per call) � 6 � 3 � 9 minutes.

Preemptive Priorities

We close our discussion of priority queuing systems by discussing a single-server pre-
emptive queuing system. In a preemptive queuing system, a lower-priority customer (say,
a type i customer) can be bumped from service whenever a higher-priority customer ar-
rives. Once no higher-priority customers are present, the bumped type i customer reen-
ters service. In a preemptive resume model, a customer’s service continues from the
point at which it was interrupted. In a preemptive repeat model, a customer begins ser-
vice anew each time he or she reenters service. Of course, if service times are exponen-

.55
			

Police Response

l1 � l2 � 
 
 
 � ln			
sm

P( j � s)
			
sm(1 � ak�1)(1 � ak)
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tially distributed, the resume and repeat disciplines are identical. (Why?) In the
Kendall–Lee notation, we denote a preemptive queuing system by labeling the fourth
characteristic PRP. We now consider a single-server Mi/M/1/PRP/∞/∞ system in which the
service time of each customer is exponential with mean 	

m
1

	 and the interarrival times for
the ith customer type are exponentially distributed with rate li. Then

Wk � (65)

where a0 � 0 and

ak � �
i�k

i�1

	
l

m
i	

For obvious reasons, preemptive disciplines are rarely used if the customers are peo-
ple. Preemptive disciplines are sometimes used, however, for “customers” like computer
jobs. The following example illustrates the use of (65).

E X A M P L E  2 1

On the Podunk U computer system, faculty jobs (type 1) always preempt student jobs
(type 2). The length of each type of job follows an exponential distribution, with mean
30 seconds. Each hour, an average of 10 faculty and 50 student jobs are submitted. What
is the average length of time between the submission and completion of a student’s com-
puter job? Assume that interarrival times are exponential.

Solution We are given that m � 2 jobs per minute, l1 � 	
1
6

	 job per minute, and l2 � 	
5
6

	 job per
minute. Then

a0 � 0, a1 � � 	
1
1
2
	, a2 � 	

1
1
2
	 � � 	

1
2

	

Equation (65) yields

W2 � � 	
1
1
2
1
	 minutes � 1.09 minutes

An average of 1.09 minutes will elapse between the time a student submits a job and the
time the job is completed.

P R O B L E M S
Group A

	
1
2

	

		

�1 � 	
1
1
2
	� �1 � 	

1
2

	�

	
5
6

	

	
2

	
1
6

	

	
2

University Computer System

	
m

1
	

			
(1 � ak�1)(1 � ak)

1 English professor Jacob Bright has one typist, who types
for 8 hours per day. He submits three types of jobs to the
typist: tests, research papers, and class handouts. The
information in Table 10 is available. Professor Bright has
told the typist that tests have priority over research papers,

and research papers have priority over class handouts.
Assuming a nonpreemptive system, determine the expected
time that Professor Bright will have to wait before each type
of job is completed.
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2 Suppose a supermarket uses a system in which all
customers wait in a single line for the first available cashier.
Assume that the service time for a customer who purchases
k items is exponentially distributed, with mean k seconds.
Also, a customer who purchases k items feels that the cost
of waiting in line for 1 minute is 	

$
k
1
	. If customers can be

assigned priorities, what priority assignment will minimize
the expected waiting cost incurred by the supermarket’s
customers? Why would a customer’s waiting cost per minute
be a decreasing function of k?

3 Four doctors work in a hospital emergency room that
handles three types of patients. The time a doctor spends

with each type of patient is exponentially distributed, with
a mean of 15 minutes. Interarrival times for each customer
type are exponential, with the average number of arrivals
per hour for each patient type being as follows: type 1, 3
patients; type 2, 5 patients; type 3, 3 patients. Assume that
type 1 patients have the highest priority, and type 3 patients
have the lowest priority (no preemption is allowed). What is
the average length of time that each type of patient must
wait before seeing a doctor?

4 Consider a computer system to which two types of
computer jobs are submitted. The mean time to run each
type of job is 	

m
1

	. The interarrival times for each type of job
are exponential, with an average of li type i jobs arriving
each hour. Consider the following three situations.

a Type 1 jobs have priority over type 2 jobs, and pre-
emption is allowed.
b Type 1 jobs have priority over type 2 jobs, and no
preemption is allowed.
c All jobs are serviced on a FCFS basis.

Under which system are type 1 jobs best off? Worst off?
Answer the same questions for type 2 jobs.

20.16 Transient Behavior of Queuing Systems
Throughout the chapter, we have assumed that the arrival rate, service rate, and number
of servers have stayed constant over time. This allows us to talk reasonably about the ex-
istence of a steady state. In many situations, the arrival rate, service rate, and number of
servers may vary. Here are some examples.

■ A fast-food restaurant is likely to experience a much larger arrival rate during the
time from noon to 1:30 P.M. than during other hours of the day. Also, the number
of servers (in a restaurant with parallel servers) will vary during the day, with
more servers available during the busier periods.

■ Since most heart attacks occur during the morning, a coronary care unit will ex-
perience more arrivals during the morning.

■ Most voters vote either before or after work, so a polling place will be less busy
during the middle of the day.

When the parameters defining the queuing system vary over time, we say that the system
is nonstationary. Consider, for example, a fast-food restaurant that opens at 10 A.M. and
closes at 6 P.M. We are interested in the probability distribution of the number of cus-
tomers present at all times between 10 A.M. and closing. We call these probability distri-
butions transient probabilities. For example, if we want to determine the probability that
at least 10 customers are present, this probability will surely be larger at 12:30 P.M. than
at 3 P.M.

We now assume that at time t, interarrival times are exponential with rate l(t). Also,
s(t) servers are available at time t, with service times exponential with rate m(t). We as-
sume that the maximum number of customers present at any time is given by N. To de-
termine transient probabilities, we choose a small length of time �t and assume at most
one event (an arrival or service completion) can occur during an interval of length �t. We
assume that k customers are currently present at time t, and that

TA B L E  10

Frequency E(Si ) E (S 2
i )

Type of Job (number per day) (hours) (hours)2

Test 2 1 2
Research paper 0.5 4 20
Class handout 5 0.5 0.50
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■ The probability of an arrival during an interval of length �t is l(t)*(�t).

■ The probability of more than one arrival during a time interval of length �t is
o(�t).

■ Arrivals during different intervals are independent.

■ The probability of a service completion during an interval of length �t is given
by min (s(t), k)*mt�t.

■ The probability of more than one service completion during a time interval of
length �t is o(�t).

When arrivals are governed by the first three assumptions, we say that arrivals follow a
nonhomogeneous Poisson process. Our assumptions imply that, given the arrival rate and
service rate, the expected number of arrivals and/or service completions during the next
�t will match what we expect. The source of the error in our approximation is the fact
that at least two events can occur during a length of time �t. The probability of this oc-
curring is o(�t), so if we make �t small enough, our approximation should not cause large
errors in computing transient probabilities.

We now define Pi(t) to be the probability that i customers are present at time t. We will
assume (although this is not necessary) that the system is initially empty, so P0(0) � 1
and for i � 0, P0(i) � 0. Then, given knowledge of Pi(t), we may compute Pi(t � �t) as
follows:

P0(t � �t) � (1 � l(t)�t)P0(t) � m(t)�tP1(t)

Pi(t � �t) � l(t)�tPi�1(t) � (1 � l(t)�t � min(s(t), i)m(t)�t)Pi(t) � min(s(t),
� i � 1)m(t)�tPi�1(t), N � 1 � i � 1

PN(t � �t) � l(t)�tPN�1(t) � (1 � min(s(t), N)m(t))�tPN(t)

As previously stated, these equations are based on the assumption that if the state at time
t is i, then during the next �t, the probability of an arrival is l(t) �t, and the probability
of a service completion is min(s(t), i)m(t)�t. The first equation then follows after observ-
ing that being in state 0 at time t � �t can only happen if we were in state 1 at time t and
had a service completion during the next �t or were in state 0 at time t and had no arrival
during the next �t. The second equation follows after observing that for N � 1 � i � 1,
we can only be in state i at time t � �t if one of the following occurs.

■ We were in state i � 1 at time t and had an arrival during the next �t.

■ We were in state i � 1 at time t and had a service completion during the next �t.

■ We were in state i at time t, and no arrival or service completion occurred during
the next �t.

The final equation follows after observing that to be in state N at time t � �t, one of the
following must occur:

■ We were in state N � 1 at time t, and an arrival occurs during the next �t.

■ We were in state N at time t, and no service completion occurs during the next �t.

The following example shows how we can use our approximations to determine tran-
sient probabilities for a nonstationary queuing system.

E X A M P L E  2 2

A small fast-food restaurant is trying to model the lunchtime rush. The restaurant opens
at 11 A.M., and all customers wait in one line to have their orders filled. The arrival rate
per hour at different times is as shown in Table 11. Arrivals follow a nonhomogeneous

Lunchtime Rush
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Poisson process. The restaurant can serve an average of 50 people per hour. Service times
are exponential. Management wants to model the probability distribution of customers
from 11 A.M. through 2 P.M.

a At 12:30 P.M., estimate the average number of people in line or in service.

b At 11:30 A.M., estimate the average number of people in line or in service.

Solution Our work is in the file restaurant.xls. (See Figure 40.) We use 5-second time increments
and proceed as follows:

Step 1 In E4, we compute the probability of a service completion in 5 seconds by mul-
tiplying the hourly service rate by �t � 1/720.

Step 2 In column A, we use the Excel DATA FILL command to generate times ranging
in 5-second increments from 0 to 10,800 (2 P.M.).

Step 3 By copying from B11 to B11:B2171 the formula

A11/3600

we convert the time in seconds to hours.

Step 4 By copying from C11 to C12:C2171 the formula

�VLOOKUP(B11,$G$2:$H$7,2)/720

we look up the hourly arrival rate for the current time and convert it to a 5-second arrival
rate by multiplying the hourly arrival rate by �t � 1/720. Note that the arrival rate is
highly nonstationary. This fact will greatly affect the system’s level of congestion.

Step 5 We assume that a maximum of N � 30 customers will be present. Therefore, we
need 31 columns to compute the probability of 0, 1, . . . 30 people being present at each
time. At time 0, we assume that the restaurant is empty, so the probability that 0 people
are present equals 1. For i at least 1, there is a 0 probability of i people being present.
These probabilities are entered in row 11 of columns D–AH.

Step 6 In cell D12, we compute the probability that nobody is in the system at time 5
seconds with the formula

�(1-C11)*D11�sprob*E11

This formula implements the first of our approximating equations.

Step 7 By copying from cell E12 to E12:AG12 the formula

�$C11*D11�(1-$C11-sprob)*E11�sprob*F11

we compute the probability that 1, 2, . . . , 29 people are present after 5 seconds. This for-
mula implements our second approximating equation.

TA B L E  11

Time Hourly Arrival Rate

11–11.30 A.M. 30
11:30 A.M.–noon 40
Noon–12:30 P.M. 50
12:30 P.M.–1 P.M. 60
1 P.M.–1:30 P.M. 35
1:30 P.M.–2 P.M. 25

restaurant.xls
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Step 8 In cell AH12, we compute the probability that 30 people are present after 5 sec-
onds with the formula

�(1-sprob)*AH11�C11*AG11

This implements the third approximating equation.

Step 9 Select the cell range D12:AH12 and position the cursor over the crosshair in the
lower right-hand corner of cell AH12. Now double-clicking the left mouse button will
copy the formulas in D12:AH12 down to match the number of rows in column C. Thus,
we have now completed our computation of the probability distribution of customers from
11 A.M. to 2 P.M. See Figure 41.

Part (a) In cell K5, we compute the expected number of customers present at 12:30 P.M.
(note that row 1091 has time 1.5 hours or 5,400 seconds) with the formula

�SUMPRODUCT($D$9:$AH$9,D1091:AH1091)

We find that an average of 6.25 customers will be present at 12:30 P.M.

1
2
3
4
5
6
7
8
9

10
11
12
13
14
15
16
17
18
19
20

A B C D E F G H

0 30
srate 50 0.5 40
sprob 0.069444 1 50

1.5 60
2 35

2.5 25

0 1 2 3 4
Time Hour Arrival Prob Prob 0 Prob 1 Prob 2 Prob 3 Prob 4

0 0 0.04166667 1 0 0 0 0
5 0.001389 0.04166667 0.958333 0.041667 0 0 0

10 0.002778 0.04166667 0.921296 0.076968 0.001736 0 0
15 0.004167 0.04166667 0.888254 0.106924 0.00475 7.23E-05 0
20 0.005556 0.04166667 0.858669 0.132384 0.008683 0.000262 3.01E-06
25 0.006944 0.04166667 0.832084 0.154055 0.013252 0.000595 1.36E-05
30 0.008333 0.04166667 0.808112 0.172528 0.01824 0.001082 3.69E-05
35 0.009722 0.04166667 0.786422 0.188297 0.023477 0.001724 7.79E-05
40 0.011111 0.04166667 0.766731 0.201773 0.028834 0.002516 0.000141
45 0.0125 0.04166667 0.748795 0.213303 0.034212 0.003448 0.000231  F I G U R E  40

2
3
4
5
6
7
8
9
10
11
12
13
14

D E F G H I J K L M AH
0 30

srate 50 0.5 40 minutes
sprob 0.069444 1 50

1.5 60 Mean # 6.253338 Mean# 1.430961
2 35 12:30 11:30

2.5 25

0 1 2 3 4 5 6 7 8 9 30
Prob 0 Prob 1 Prob 2 Prob 3 Prob 4 Prob 5 Prob 6 Prob 7 Prob 8 Prob 9 Prob 30

1 0 0 0 0 0 0 0 0 0 0
0.958333 0.041667 0 0 0 0 0 0 0 0 0
0.921296 0.076968 0.001736 0 0 0 0 0 0 0 0
0.888254 0.106924 0.00475 7.23E-05 0 0 0 0 0 0 0  

F I G U R E  41
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Part (b) Note that row 371 is time 11:30 A.M. In cell M5, the formula

�SUMPRODUCT(D9:AH9,D371:AH371)

shows that an average of only 1.43 customers are expected to be present at 11:30.

P R O B L E M S
Group A

1† A single machine is used between 8 A.M. and 4 P.M. to
perform EKGs (electrocardiograms). There are 3 waiting
spaces, and any arrival finding no available waiting space is
lost to the system. The arrival rate per hour at time t (t � 0
is 8 A.M., and t � 8 is 4 P.M.) is given by

l(t) � 9.24 � 1.584 cos�	
1
p

.5
t
1

	� � 7.897 sin�	
3
p

.0
t
2

	�
� 10.434 cos�	

4
p

.5
t
3

	� � 4.293 cos�	
6
p

.0
t
4

	�
Assume that service times are exponential and an average
of 7 EKGs can be completed per hour. Also assume that
arrivals follow a nonhomogeneous Poisson process.
Determine how the probability that an arriving patient is
lost to the system varies during the day.

2 The polls are open in Gotham City from 11 A.M. to 
6 P.M. The city has 3 voting machines. It takes an average

of 1.5 minutes (exponentially distributed) for a voter to
complete voting. The arrival rate of voters throughout the
day is as shown in Table 12. What is the probability that all
voting will be completed by 6:30 P.M.?

S U M M A R Y Exponential Distribution

A random variable X has an exponential distribution with parameter l if the density of
X is given by

f (t) � le�lt (t � 0)

Then

E(X) � 	
l

1
	 and var X � 	

l

1
2	

The exponential distribution has the no-memory property. This means, for instance, that
if interarrival times are exponentially distributed with rate or parameter l, then no mat-
ter how long it has been since the last arrival, there is a probability l�t that an arrival
will occur during the next �t time units.

Interarrival times are exponential with parameter l if and only if the number of ar-
rivals to occur in an interval of length t follows a Poisson distribution with parameter lt.
The mass function for a Poisson distribution with parameter l is given by

P(N � n) � 	
e�

n

l

!
ln

	 (n � 0, 1, 2, . . .)

TA B L E  12

Time Hourly Arrival Rate

11 A.M.–noon 80
Noon–1 P.M. 125
1 P.M.–2 P.M. 110
2 P.M.–3 P.M. 90
3 P.M.–4 P.M. 80
4 P.M.–5 P.M. 70
5 P.M.–6 P.M. 100

†Based on Kao (1996).
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Erlang Distribution

If interarrival or service times are not exponential, an Erlang random variable can often
be used to model them. If T is an Erlang random variable with rate parameter R and shape
parameter k, the density of T is given by

f (t) � 	
R(

(
R
k
t)
�

k�1

1
e
)

�

!

Rt

	 (t � 0)

and

E(T) � 	
R
k

	 and var T � 	
R
k
2	

Birth–Death Processes

For a birth-death process, the steady-state probability (pj) or fraction of the time that the
process spends in state j can be found from the following flow balance equations:

( j � 0) p0l0 � p1m1

( j � 1) (l1 � m1)p1 � l0p0 � m2p2

( j � 2) (l2 � m2)p2 � l1p1 � m3p3






( jth equation) (lj � mj)pj � lj�1pj�1 � mj�1pj�1

The jth flow balance equation states that the expected number of transitions per unit time
out of state j � (expected number of transitions per unit time into state j). The solution
to the balance equations is found from

pj � p0 	
l

m

0l

1m

1

2



















l

m

j�

j

1
	 ( j � 1, 2, . . .)

and the fact that p0 � p1 � 
 
 
 � 1.

Notation for Characteristics of Queuing Systems

pj � steady-state probability that j customers are in system

L � expected number of customers in system

Lq � expected number of customers in line (queue)

Ls � expected number of customers in service

W � expected time a customer spends in system

Wq � expected time a customer spends waiting in line

Ws � expected time a customer spends in service

l � average number of customers per unit time

m � average number of service completions per unit time (service rate)

r � 	
s
l

m
	 � traffic intensity
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The M/M/1/GD/∞/∞ Model

If r � 1, no steady state exists. For r  1,

pj � r j (1 � r) ( j � 0, 1, 2, . . .)

L � 	
m �

l

l
	

Lq � 	
m(m

l

�

2

l)
	

Ls � r

W � 	
m �

1
l

	

Wq � 	
m(m

l

� l)
	

Ws � 	
m

1
	

(The last three formulas were obtained from the L, Lq, and Ls formulas via the relation 
L � lW.)

The M/M/1/GD/c/∞ Model

If l � m,

p0 � 	
1

1

�

�

rc

r
�1

	

pj � r jp0 ( j � 1, 2, . . . , c)

pj � 0 ( j � c � 1, c � 2, . . .)

L �

If l � m,

pj � 	
c �

1
1

	 ( j � 0, 1, . . . , c)

L � 	
2
c

	

For all values of l and m,

Ls � 1 � p0

Lq � L � Ls

W � 	
l(1 �

L
pc)

	

Wq � 	
l(1

L

�

q

pc)
	

Ws � 	
m

1
	

r[1 � (c � 1)rc � crc�1]
			

(1 � rc�1)(1 � r)
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The M/M/s/GD/∞/∞ Model

For r � 1, no steady state exists. For r  1,

p0 �

pj � 	
(sr)

j!

j p0
	 ( j � 1, 2, . . . , s)

pj � 	
(s

s

r

!s

)
j

j

�

p
s

0
	 ( j � s, s � 1, s � 2, . . .)

P( j � s) � 	
s

(

!

s

(

r

1

)

�

s p

r

0

)
	 (tabulated in Table 6)

Lq � 	
P(

1

j

�

�

r

s)r
	

Wq � 	
P

s

(

m

j

�

�

l

s)
	

Ls � 	
m

l
	

Ws � 	
m

1
	

L � Lq � 	
m

l
	

W � 	
L
l

	

The M/G/∞/GD/∞/∞ Model

L � Ls � 	
m

l
	

W � Ws � 	
m

1
	

Wq � Lq � 0

The M/G/1/GD/∞/∞ Model

s 2 � variance of service time distribution

Lq � 	
l

2

2

(

s

1

2

�

�

r

r

)

2

	

L � Lq � r

Ls � l �	
m

1
	�

Wq � 	
L

l

q
	

1
			

�
i�s�1

i�0

	
(s

i

r

!

)i

	 � 	
s!(

(

1

sr

�

)s

r)
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W � Wq � 	
m

1
	

Ws � 	
m

1
	

p0 � 1 � r

Machine Repair (M/M/R/GD/K/K) Model

r � 	
m

l
	

L � expected number of broken machines

Lq � expected number of machines waiting for service

W � average time a machine spends broken

Wq � average time a machine spends waiting for service

pj � steady-state probability that j machines are broken

l � rate at which machine breaks down

m � rate at which machine is repaired

Also,

pj � � � r jp0 ( j � 0, 1, . . . , R)

�
� �r j j!p0

( j � R � 1, R � 2, . . . , K)
R!Rj�R

L � �
j�K

j�0

jpj

Lq � �
j�K

j�R

( j � R)pj

l� � �
j�K

j�0

pjlj � �
j�K

j�0

l(K � j)pj � l(K � L)

W � 	
L
l�

	

Wq � 	
L

l�
q
	

Exponential Queues in Series

If a steady state exists and if (1) interarrival times for a series queuing system are expo-
nential with rate l; (2) service times for each stage i server are exponential; and (3) each
stage has an infinite-capacity waiting room, then interarrival times for arrivals to each
stage of the queuing system are exponential with rate l.

K

j

K

j
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The M/G/s/GD/s/∞ Model

A fraction ps of all customers are lost to the system, and ps depends only on the arrival
rate l and on the mean 	

m
1

	 of the service time. Figure 21 can be used to find ps.

What to Do If Interarrival or Service Times 
Are Not Exponential

A chi-square test may be used to determine if the actual data indicate that interarrival or
service times are exponential. If interarrival and/or service times are not exponential, then
L, Lq, W, and Wq may be approximated by Allen–Cunneen formula.

For many queuing systems, there is no formula or table that can be used to compute
the system’s operating characteristics. In this case, we must resort to simulation (see
Chapters 21 and 22).

Closed Queuing Network

Manufacturing and computer systems in which there is a constant number of jobs present
may be modeled as closed queuing networks.

We let Pij be the probability that a job will go to server j after completing service at
station i. Let P be the matrix whose (i � j)th entry is Pij .We assume that service times
at server j follow an exponential distribution with parameter mj. The system has s servers,
and at all times, exactly N jobs are present. We let ni be the number of jobs present 
at server i. Then the state of the system at any given time can be defined by an n-
dimensional vector n � (n1, n2, . . . , ns). The set of possible states is given by SN � {n
such that all ni � 0 and n1 � n2 � 
 
 
 � ns � N}.

Let lj equal the arrival rate to server j. Since there are no external arrivals, we may set
all rj � 0 and obtain the values of the lj’s from the equation used in the open network
situation. That is,

lj � �
i�s

i�1

liPij j � 1, 2, . . . , s

Since jobs never leave the system, for each i, �j�s
j�1 Pij � 1. This fact causes the above

equation to have no unique solution. Fortunately, it turns out that we can use any solution
to help us get steady-state probabilities. If we define

ri � 	
m

li

i
	

then we determine, for any state n, its steady-state probability �N(n) from the following
equation:

�N(n) �

Here, G(N) � �n	SN
r1

n1 r2
n2 
 
 
 rs

ns.
Buzen’s algorithm gives us an efficient way to determine (in a spreadsheet) G(N). Once

we have the steady-state probability distribution, we can easily determine other measures
of effectiveness, such as expected queue length at each server and expected time a job

r1
n1 r2

n2 
 
 
 rn
ns

		
G(N)
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spends during each visit to a server, fraction of time a server is busy, and the throughput
for each server ( jobs per second processed by each server).

To obtain G(N), we recursively compute the quantities Ci(k) for i � 1, 2, . . . , s and 
k � 0, 1, . . . , N. We initialize the recursion with C1(k) � rk

1, k � 0, 1, . . . , N and 
Ci(0) � 1, i � 1, 2, . . . , s. For other values of k and i, we build up the values of Ci(k) 
recursively via the following relationship:

Ci(k) � Ci�1(k) + riCi(k � 1)

Then it can be shown that G(N) � Cs(N).

An Approximation for the G/G/m Queuing System

In most situations, interarrival times follow an exponential random variable. Often, how-
ever, service times do not follow an exponential distribution. When interarrival times and
service times each follow a nonexponential random variable, we call the queuing system
a G/G/m system. For these situations, the templates discussed in the previous sections of
this chapter are not valid. Fortunately, the Allen–Cunneen approximation often gives a
good approximation to L, W, Lq, and Wq for G/G/m systems. The file ggm.xls contains a
spreadsheet implementation of the Allen–Cunneen approximation. The user need only in-
put the following information:

■ The average number of arrivals per unit time (l) in cell B3.

■ The average rate at which customers can be serviced (m) in cell B4.

■ The number of servers (s) in cell B5.

■ The squared coefficient of variation—(variance of interarrival times)/(mean inter-
arrival time)2—of interarrival times in cell B6.

■ The squared coefficient of variation—(variance of service times)/(mean service
time)2—of service times in cell B7.

The Allen–Cunneen approximation is exact if interarrival times and service times are ex-
ponential. Extensive testing by Tanner indicates that in a wide variety of situations, the
values of L, W, Lq, and Wq obtained by the approximation are within 10% of their true
values.

Transient Behavior of Queuing Systems

We define Pi(t) to be the probability that i customers are present at time t. We then as-
sume (although this is not necessary) that the system is initially empty, so P0(0) � 1 and,
for i � 0, P0(i) � 0. Then, given knowledge of Pi(t), we may compute Pi(t � �t) as 
follows:

P0(t � �t) � (1 � l(t)�t)P0(t) � m(t)�tP1(t)

Pi(t � �t) � l(t)�tPi�1(t) � (1 � l(t)�t � min(s(t), i)m(t)�t)Pi(t) � min(s(t),
i � 1)m(t)�tPi�1(t), N � 1 � i � 1

PN(t � �t) � l(t)�tPN�1(t) � (1 � min(s(t), N)m(t))�tPN(t)

These equations are based on the assumption that, if the state at time t is i, then during
the next �t, the probability of an arrival is l(t) �t, and the probability of a service com-
pletion is min(s(t), i)m(t)�t.

ggm.xls
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R E V I E W  P R O B L E M S
Group A

1 Buses arrive at the downtown bus stop and leave for the
mall stop. Past experience indicates that 20% of the time,
the interval between buses is 20 minutes; 40% of the time,
the interval is 40 minutes; and 40% of the time, the interval
is 2 hours. If I have just arrived at the downtown bus stop,
how long, on the average, should I expect to wait for a bus?

2 Registration at State University proceeds as follows:
Upon entering the registration hall, the students first wait in
line to register for classes. A single clerk handles registration
for classes, and it takes the clerk an average of 2 minutes to
handle a student’s registration. Next, the student must wait
in line to pay fees. A single clerk handles the payment of
fees. The clerk takes an average of 2 minutes to process a
student’s fees. Then the student leaves the registration
building. An average of 15 students per hour arrive at the
registration hall.

a If interarrival and service times are exponential,
what is the expected time a student spends in the regis-
tration hall?
b What is the probability that during the next 5 min-
utes, exactly 2 students will enter the registration hall?
c Without any further information, what is the proba-
bility that during the next 3 minutes, no student will ar-
rive at the fee clerk’s desk?
d Suppose the registration system is changed so that a
student can register for classes and pay fees at the same
station. If the service time at this single station follows
an Erlang distribution with rate parameter 1.5 per minute
and shape parameter 2, what is the expected time a stu-
dent spends waiting in line?

3 At the Smalltown post office, patrons wait in a single
line for the first open window. An average of 100 patrons
per hour enter the post office, and each window can serve
an average of 45 patrons per hour. The post office estimates
a cost of 10¢ for each minute a patron waits in line and
believes that it costs $20 per hour to keep a window open.
Interarrival times and service times are exponential.

a To minimize the total expected hourly cost, how
many windows should be open?
b If the post office’s goal is to ensure that at most 5%
of all patrons will spend more than 5 minutes in line,
how many windows should be open?

4 Each year, an average of 500 people pass the New York
state bar exam and enter the legal profession. On the average,
a lawyer practices law in New York State for 35 years.
Twenty years from now, how many lawyers would you expect
there to be in New York State?

5 There are 5 students and one keg of beer at a wild and
crazy campus party. The time to draw a glass of beer follows
an exponential distribution, with an average time of 2
minutes. The time to drink a beer also follows an exponential
distribution, with a mean of 18 minutes. After finishing a
beer, each student immediately goes back to get another
beer.

a On the average, how long does a student wait in line
for a beer?
b What fraction of the time is the keg not in use?
c If the keg holds 500 glasses of beer, how long, on
the average, will it take to finish the keg?

6 The manager of a large group of employees must decide
if she needs another photocopying machine. The cost of a
machine is $40 per 8-hour day whether or not the machine
is in use. An average of 4 people per hour need to use the
copying machine. Each person uses the copier for an average
of 10 minutes. Interarrival times and copying times are
exponentially distributed. Employees are paid $8 per hour,
and we assume that a waiting cost is incurred when a worker
is waiting in line or is using the copying machine. How
many copying machines should be rented?

7 An automated car wash will wash a car in 10 minutes.
Arrivals occur an average of 15 minutes apart (exponentially
distributed).

a On the average, how many cars are waiting in line
for a wash?
b If the car wash could be speeded up, what wash time
would reduce the average waiting time to 5 minutes?

8 The Newcoat Painting Company has for some time been
experiencing high demand for its automobile repainting
service. Since it has had to turn away business, management
is concerned that the limited space available to store cars
awaiting painting has cost lost revenue. A small vacant lot
next to the painting facility has recently been made available
for lease on a long-term basis at a cost of $10 per day.
Management believes that each lost customer costs $20 in
profit. Current demand is estimated to be 21 cars per day
with exponential interarrival times (including those turned
away), and the facility can service at an exponential rate of
24 cars per day. Cars are processed on an FCFS basis.
Waiting space is now limited to 9 cars but can be increased
to 20 cars with the lease of the vacant lot. Newcoat wants
to determine whether the vacant lot should be leased.
Management also wants to know the expected daily lost
profit due to turning away customers if the lot is leased.
Only one car can be painted at a time.

9 At an exclusive restaurant, there is only one table and
waiting space for only one other group; others that arrive
when the waiting space is filled are turned away. The arrival
rate follows an exponential distribution with a rate of one
group per hour. It takes the average group 1 hour
(exponentially distributed) to be served and eat the meal.
What is the average time that a group spends waiting for a
table?

10 The owner of an exclusive restaurant has two tables but
only one waiter. If the second table is occupied, the owner
waits on that table himself. Service times are exponentially
distributed with mean 1 hour, and the time between arrivals
is exponentially distributed with mean 1.5 hours. When the
restaurant is full, people must wait outside in line.
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a What percentage of the time is the owner waiting on
a table?
b If the owner wants to spend at most 10% of his time
waiting on tables, what is the maximum arrival rate that
can be tolerated?

11 Ships arrive at a port facility at an average rate of 2
ships every 3 days. On the average, it takes a single crew 1
day to unload a ship. Assume that interarrival and service
times are exponential. The shipping company owns the port
facility as well as the ships using that facility. It is estimated
to cost the company $1,000 per day that each ship spends
in port. The crew servicing the ships consists of 100 workers,
who are each paid an average of $30 per day. A consultant
has recommended that the shipping company hire an
additional 40 workers and split the employees into two
equal-sized crews of 70 each. This would give each crew an
unloading or loading time averaging 	

3
2

	 days. Which crew
arrangement would you recommend to the company?

12 An average of 40 jobs per day arrive at a factory. The
time between arrivals of jobs is exponentially distributed.
The factory can process an average of 42 jobs per day, and
the time to process a job is exponentially distributed.

a What is the probability that exactly 180 jobs arrive
at the factory during a 5-day period?
b On the average, how long does it take before a job
is completed (measured from the time the job arrives at
the factory)?
c What fraction of the time is the factory idle?
d What is the probability that work on a job will be-
gin within 2 days of its arrival at the factory?

13 A printing shop receives an average of 1 order per day.
The average length of time required to complete an order 
is .5 day. At any time, the print shop can work on at most
one job.

a On the average, how many jobs are present in the
print shop?
b On the average, how long will a person who places
an order have to wait until it is finished?
c What is the probability that an order will be finished
within 2 days of its arrival?

Group B

14 The mail order firm of L. L. Pea receives an average of
200 calls per hour (times between calls are exponentially
distributed). It takes an L. L. Pea operator an average of 3
minutes to handle a call. If a caller gets a busy signal, L. L.
Pea assumes that he or she will call Seas Beginning (a
competing mail order house), and L. L. Pea will lose an
average of $30 in profit. The cost of keeping a phone line
open is $9 per hour. How many operators should L. L. Pea
have on duty?

15 Each hour, an average of 3 type 1 and 3 type 2
customers arrive at a single-server station. Interarrival times
for each customer type are exponential and independent.
The average service time for a type 1 customer is 6 minutes,
and the average service time for a type 2 customer is 3
minutes (all service times are exponentially distributed).
Consider the following three service arrangements:

Arrangement 1 All customers wait in a single line and are
served on an FCFS basis.
Arrangement 2 Type 1 customers are given nonpreemp-
tive priority over type 2 customers.
Arrangement 3 Type 2 customers are given nonpreemp-
tive priority over type 1 customers.
Which arrangement will result in the smallest average per-
customer waiting time? Which arrangement will result in
the largest average per-customer waiting time?

16 Podunk University Operations Research Department
has two phone lines. An average of 30 people per hour try
to call the OR Department, and the average length of a
phone call is 1 minute. If a person attempts to call when
both lines are busy, he or she hangs up and is lost to the
system. Assume that the time between people attempting to
call and service times is exponential.

a What fraction of the time will both lines be free?
What fraction of the time will both lines be busy? What
fraction of the time will exactly one line be free?
b On the average, how many lines will be busy?
c On the average, how many callers will hang up each
hour?

17† Smalltown has two ambulances. Ambulance 1 is based at
the local college, and ambulance 2 is based downtown. If a
request for an ambulance comes from the college, the college-
based ambulance is sent if it is available. Otherwise, the
downtown-based ambulance is sent (if available). If no
ambulance is available, the call is assumed to be lost to the
system. If a request for an ambulance comes from anywhere
else in the town, the downtown-based ambulance is sent if it is
available. Otherwise, the college-based ambulance is sent if
available. If no ambulance is available, the call is considered
lost to the system. The time between calls is exponentially
distributed. An average of 3 calls per hour are received from
the college, and an average of 4 calls per hour are received
from the rest of the town. The average time (exponentially
distributed) it takes an ambulance to respond to a call and be
ready to respond to another call is shown in Table 13.

a What fraction of the time is the downtown ambu-
lance busy?
b What fraction of the time is the college ambulance
busy?
c What fraction of all calls will be lost to the system?
d On the average, who waits longer for an ambulance,
a college student or a town person?

18 An average of 10 people per hour arrive (interarrival
times are exponential) intending to swim laps at the local

TA B L E  13

Ambulance
Ambulance Goes to

Comes From College Noncollege

College 4 minutes 7 minutes
Downtown 5 minutes 4 minutes

†Based on Carter (1972).
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YMCA. Each intends to swim an average of 30 minutes.
The YMCA has three lanes open for lap swimming. If one
swimmer is in a lane, he or she swims up and down the right
side of the lane. If two swimmers are in a lane, each swims
up and down one side of the lane. Swimmers always join
the lane with the fewest number of swimmers. If all three
lanes are occupied by two swimmers, a prospective swimmer
becomes disgusted and goes running.

a What fraction of the time will 3 people be swim-
ming laps?
b On the average, how many people are swimming
laps in the pool?
c How many lanes does the YMCA need to allot to lap
swimming to ensure that at most 5% of all prospective
swimmers will become disgusted and go running?

19† (Requires use of a spreadsheet) An average of 140
people per year apply for public housing in Boston. An
average of 20 housing units per year become available.
During a given year, there is a 10% chance that a family on
the waiting list will find private housing and remove
themselves from the list. Assume that all relevant random
variables are exponentially distributed.

a On the average, how many families will be on the
waiting list?
b On the average, how much time will a family spend
on the list before obtaining housing (either public or pri-
vate)? For the last question, remember that L � lW!
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